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Abstract 
 

A core challenge for autonomous robots is implementing computer vision 

techniques to detect navigable spaces around the robot and to differentiate navigable 

spaces from non-navigable ones.  In this project, we develop a line detection algorithm 

using clusters of points interpreted as lines, which indicate the edges of the navigable 

space for our robot.  This algorithm, combined with open-source keypoint extraction 

techniques, theoretically enables a robot to see the edges of its navigable space, a 

critical first step in pathfinding.  Importantly, this algorithm is durable even when the 

number of lines in the original image is unknown.  The algorithm is also relatively 

lightweight, relying only on a video stream and no other sensors. 
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Introduction 
 

Carroll College’s Data Science department is designing a robot to clear sidewalks 

of snow (a common inconvenience in Helena, Montana).  This robot is intended to be 

lightweight, with sensors limited to video cameras, and no extraordinary onboard 

processing power.  The robot’s navigation must rely on input from the video camera(s) 

to detect path edges, obstacles, and distance. 

This project focuses on designing a theoretical technique to detect the edges of 

the sidewalk in the video feed.  In the first part of the project, we extract features from 

the camera’s video feed.  The goal of this part is to prove that it is possible to extract 

relevant and meaningful data from the raw image.  Once this has been established, we 

move to the second part, in which we assume the consistent keypoint extraction from 

the first part and use these keypoints to build our edge detection algorithm.  This paper 

is largely theoretical; the algorithm is not tested on the robot (the robot was not 

completed at the time of the paper’s writing, and even if it had been, there was 

insufficient snow on the ground to meaningfully assess the algorithm in action).  

Instead, procedurally generated points were used to simulate the keypoints that we 

would extract from the video feed. 

A major element of the first part of this paper is the open-source software library 

OpenCV, which provides functions for handling video and image data, as well as 

implementing various functions on those videos and images.  
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Keypoint Extraction 
The first step in line detection is to extract features known as keypoints from the 

video stream we receive from the robot’s camera.  We process the video stream as a 

series of image frames.  For each image frame, we can use an open-source package 

from OpenCV to extract keypoints, areas where pixel color within the area changes 

dramatically (OpenCV Documentation, n.d.). The original image is shown in Figure 1, and 

the image with keypoints over a certain threshold of contrast are shown in Figure 2.  

The size of the blue circles indicates the severity of contrast within the keypoint. 

 

Figure 1. 

 

Figure 2. 
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As the images show, many of the keypoints are along the sidewalk’s sharp left 

edge.  However, there are many keypoints also found along the horizon line, and the 

line at which the snowbank meets the wall of the building.  Keypoints identified along 

the horizon line and on far-off buildings was a consistent phenomenon we observed for 

most video frames. 

This is likely because of the principle of linear perspective; in a 2-dimensional 

image of the world, the foreground of the image will be less detailed simply because 

there are fewer things in it and it takes up less space.  The farther areas of the image 

cover more space, and therefore often contain more things.  The background of the 

image, for instance, will contain entire buildings, trees, people, etc., while the 

foreground may only include a square meter of sidewalk space.  Despite this, the 

foreground will take up as much or more of the absolute space in the image than the 

background will. 

This is problematic for our purpose because the background is largely irrelevant 

to the robot.  The robot is concerned with the sidewalk or lack thereof in its immediate 

scope of movement; the presence of a tree or a building in the background is irrelevant 

to the location of the sidewalk.  Including background content in the robot’s image 

processing adds no value, and may distract, complicate, or otherwise interfere with its 

pathfinding.  At best, the background content is useless, and at worst, it’s a liability.  It’s 

possible to address this problem by pre-processing the image before extracting 

keypoints. 
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Pre-Processing with Contrast Boosting and Blurring 
We can use image processing techniques to de-emphasize undesirable features 

such as the horizon line, while maintaining desirable features.  First, we implement a 

CLAHE (Contrast Limited Adaptive Histogram Equalization) filter, which boosts image 

contrast by highlighting local color variation (GeeksForGeeks, 2025).  Unlike other 

contrast boosting algorithms, CLAHE processes different regions of the image 

independently, which ensures that relevant but mild contrast in one area doesn’t get 

entirely overwhelmed by more dramatic contrasts in other areas of the image.  Then on 

top of that, we implement a Gaussian blur.  Blurring techniques convert each pixel to 

the average value of all its surrounding pixels within a kernel (typically a square matrix).  

While typical blurring weights all pixel color values within the kernel equally, the 

Gaussian blur weights the pixel color values in the kernel according to a normal 

distribution.  The pixels in the center of the kernel are weighted more than the pixels on 

the outskirts of the kernel (ScienceDirect Topic Page, n.d.).  This better preserves the 

edges while still blurring and smoothing the rest of the image.  The results may vary 

based on the hyperparameters of both the CLAHE and the Gaussian blur.  CLAHE 

hyperparameters are the number of regions to split the image into, and the dimensions 

of the kernel.  The Gaussian blur hyperparameters are the dimensions of the blurring 

kernel and the standard distribution used to weight the kernel.  Tuning these 

hyperparameters would require extensive testing, and doing so is beyond the scope of 

this project.  The effects of these techniques can be seen in Figure 3, which shows the 
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pre-processed version of Figure 1.  First the CLAHE contrast-boosting is applied, and 

then the result is Gaussian blurred. 

 

Figure 3. 

After pre-processing, the image is still recognizable, and the original edges in the 

foreground are preserved, while background contrasts (being clustered together more) 

have been smoothed together.  Figure 4 shows the results of the same keypoint 

detection algorithm from earlier applied to our pre-processed image. 

 

Figure 4. 

While this keypoint identification is not perfect, it is certainly an improvement.  

The sidewalk edges are being identified as keypoints, and the keypoints found on the 

building in the background as well as on the horizon line are greatly reduced.  There is a 
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cluster of keypoints found in the rough snow in the bottom left corner, however.  A 

solution to preventing these artifacts from persisting is to track keypoints from each 

frame in the video feed.  The features which persist (such as the sidewalk) will remain 

relevant across frames, while artifacts such as rough snow are unlikely to. 

Further tuning of the pre-processing and keypoint hyperparameters will likely be 

required for implementation of this algorithm, but we have established a sufficient 

confidence that extracting relevant points from an image is possible, with the caveat 

that some noise points get identified as well.  This confidence enables us to move to the 

next step, the bulk of this project: extracting lines from these keypoints. 

Canny Filter 
The OpenCV packages include a Canny filter, which reduces each pixel to a 

Boolean value, activated if the area of the pixel is an area of intense contrast (Canny, 

1986).  The Canny filter uses two parameters, a lower bound and upper bound for the 

level of contrast to detect.  Contrast levels below the lower bound are never considered, 

while contrast levels above the upper bound are always considered.  For areas that fall 

between the lower and upper bound, those edges are considered if they are adjacent to 

other edges.  This typically results in Canny filters forming lines rather than individual 

pixels.  See Figure 5 and Figure 6 for an example of how a Canny filter might render an 

image. 
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Figure 5. 

 

Figure 6. 

The Canny filter displays similar behavior to the keypoint technique; since the 

background simply has more things in it, the Canny filter prioritizes the more detailed 

background over the variations present in the foreground.  Almost all of the activated 

pixels in Figure 6 are in the top third.  We can address this by layering the Canny filter on 

top of our pre-processing methods, as seen in Figure 7. 
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Figure 7.  Canny filter, Gaussian blur, and CLAHE filter combined. 

Figure 7 shows great improvement, as the foreground is now prioritized over the 

background.  Unfortunately, the video frame image chosen as the example for Figure 5, 

Figure 6, and Figure 7 are curated to exhibit desired results and prove the theory of the 

processing; in actuality, snow is deeper, rougher, and the edges of the sidewalk don’t 

nicely run parallel with the walls of buildings.  Figure 8 shows the Canny filter on the 

pre-processing filters on our image from Figure 1. 

 

Figure 8. 

While there are clear lines describing the shape of the sidewalk, there is a lot of 

noise in the foreground resulting from rough snow.  Using the Canny filter alone, we 

can’t reliably detect which lines in the image are sidewalk edges, due to the high 

amount of noise that we must prepare for.  One option for finding edges is to define a 

template image of what we might expect the sidewalk to look like and seek to map that 

template onto the image (OpenCV, n.d.).   

We defined a template of two lines and used the OpenCV image alignment 

package to map the template to the Canny filtered image in Figure 8.  The results are 

shown in Figure 9. 
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Figure 9. 

The failure of this technique becomes quickly obvious.  The template image is 

constructed without noise (and it would be silly to do otherwise).  However, this means 

that it only maps to the filtered frame in ways which minimize local noise.  In Figure 9, 

the template matches not to the sidewalk as a whole, but to the specific area of the 

sidewalk which has minimal local noise.  Since noise is something we must assume may 

be present anywhere at any time, this is a terminal shortcoming of this method.  

Overall, the Canny filter did not prove to be a useful way to process keypoints of our 

image. 

Linear Transform 
We briefly investigated the possibility of using matrix algebra to find the linear 

transform which optimally mapped a predefined template image representing ideal 

sidewalk edges to the keypoints (Crovella, 2020).  Our goal was to find a square matrix 

that when multiplied with the coordinates of each keypoint, would align the keypoints 

with the lines in the template image.  If such a linear transform could be found, we 

could use it to estimate the differences between its current orientation and the 

orientation of the template image.  For testing purposes, we procedurally generated a 
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collection of points which clustered around 2 lines, with a degree of noise.  These 

procedurally generated collections of points are very useful to the testing process, as 

they allow us to test our solution on a reliable environment that we can modify to our 

testing needs.  The two lines implicit in our procedurally generated points had different 

slopes, and neither slope matched our template image.  Figure 10 shows this 

procedurally generated collection of points, and Figure 11 shows the template we will 

seek to map to Figure 10. 

 

Figure 10. 

 

Figure 11. 
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We aimed to find a square matrix that maps all template points to the keypoints, 

minimizing errors. This is done by solving a least-squares problem, which finds the 

matrix that best fits the data, similar to line-of-best-fit calculations.  The least-squares 

method minimizes the total squared error, defined as the sum of squared distances 

between each transformed point and its corresponding keypoint.  We applied this to all 

our keypoints.  However, this approach does not account for the existence of two 

distinct clusters of keypoints and two different lines.  A single matrix applies the same 

transformation to all points, so aligning one cluster well misaligns the other.  The points 

in the left-hand cluster act as outliers that skew the fit of the right-hand cluster, and vice 

versa.  While this technique might work with a single cluster of points being mapped to 

a single line, it fails with multiple clusters.  Figure 12 shows one of the better transform 

attempts, but there were many iterations which were even less coherent. 

 

Figure 12. 

In Figure 12, the yellow and blue lines are the original template, and the blue 

points are the original points.  The red points are the results of the linear transform on 
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the original points (which ought to match them to the template lines) and the red and 

green lines are the results of the reverse linear transform on the template lines (which 

ought to match them to the original points).  As the figure shows, keypoints in the left-

hand cluster are skewed upwards and to the left while keypoints in the right-hand 

cluster are skewed downwards and to the left.  This problem will persist as long as we 

have multiple lines.  However unsuccessful this effort was, it provided key insights and 

laid the conceptual groundwork for the final system we developed. 

Cluster-Agnostic Line Detection 
We have determined that detecting lines within a broader image is not feasible 

due to noise, and that detecting lines based on points will not work if all points are 

considered together.  Our solution, then, involves “clustering” points and finding the 

lines from the points within each cluster. 

Clustering is a straightforward process if the number of clusters are known, and 

many open-source packages exist to perform “k-means clustering”, where k is the 

number of clusters to be identified (TensorFlow documentation, n.d.).  Of course, we 

cannot assume that we know the number of clusters.  Under ideal conditions and on a 

single, straight sidewalk, there might only be 2 clusters.  However, between sidewalk 

intersections, multiple paths, or nearby objects, we may need to look at several more 

clusters to gain a full understanding of the robot’s surroundings.  For instance, if we 

cluster keypoints in an image containing 2 sidewalk edges and a lamppost but pre-

suppose only 2 clusters, it is quite possible that the 2 clusters  the algorithm will detect 
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are the lamppost cluster and one of the edges.  Therefore, we must design a method 

which is robust for any number of clusters in the image.  That method is outlined below. 

The System 
First, assume a tolerance ε with which we assess distance between points.  If the 

distance between points A and B is less than ε, then A and B are considered within 

tolerance of each other.  If the distance between A and C is greater than ε, then A and C 

are outside tolerance of each other.  We begin with a low ε value.   

We choose an unlabeled point at random and assign it to a new cluster via a 

cluster label.  Then we check for other points within ε of that point.  If we find one, we 

label it as part of the first point’s cluster, then check from that point for other points 

within ε.  We repeat this process recursively, simulating viral spread of the cluster label 

to every point within ε of the cluster’s origin.  When this process ends, if there are any 

unlabeled points left, we begin a second cluster from one of those points and repeat the 

process.  Thus, we label every point as part of a cluster with other points, all of which 

are within ε of at least one other point in the cluster. 

Having thus defined our clusters, we need to filter for outlier points by 

discriminating against smaller clusters.  If there are points which are far enough away 

from other points that they form their own single-point clusters, that would cause 

problems for our system.  To identify these, we define a “real” cluster as a cluster which 

contains at least 10% of the points in the image.  Then, we record the number of real 

clusters, and the lines of best fit (using linear regression) for these clusters. 
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At this point, the process has completed, but we are relying on an arbitrary value 

of ε.  We slightly increase ε and repeat the process again.  This loop continues until ε is 

so large that every point is within ε of at least one other point, and every point is 

categorized into the same single cluster. 

Now that we have the data from the various iterations of ε, it’s time to process 

them.  First, we establish the canonical number of true clusters.  We do this by finding 

the mode number of real (10%+ of points) clusters across all iterations of ε.  Then we 

limit our pool down to just the ε-iterations which identified that number of real clusters.  

Of these remaining ε-iterations, we find the median lines of best fit for each of the 

clusters.  We return these lines. 

Results 
Figure 13 shows a procedurally generated collection of points, which generally 

adhere to 2 lines (also shown), as well as some random noise points.  When running the 
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first ε-iteration, we get the clusters shown in the right of Figure 14. 

 

Figure 13. 
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Figure 14. 

While there are many outlier points which are classified as their own cluster 

(especially obvious in the color diversity of the left cluster), the algorithm does identify 

only 3 “real” clusters, which it has drawn lines of best fit for.  These lines clearly don’t 

represent the full cluster though, since ε remains low at 0.5.  We should expect that 

different numbers of clusters are found throughout the process; the assumption is that 

most of the time, the correct number of clusters will be identified.  Figure 15 shows a 

later ε -iteration (ε = 0.8), in which 2 real clusters have been identified.   
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Figure 15. 

 Figure 16 shows the clustering for ε >= 1, in which there are again 2 clusters 

identified.  At this point, ε is large enough that the 2 main clusters obvious to the human 

eye are being grouped together, and the slopes of the lines generally align to the 

clusters. 
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Figure 16. 

 Having finished iterating over ε, we now analyze the results.  Table 1 shows the 

frequency that each number of real clusters was identified; 2 clusters were found in 9 of 

the ε -iterations, 3 clusters found 3 times, and 1 cluster found 1 time.  The mode of this 

data is 2. 

 

Table 1. 



Cluster-Agnostic Line Detection 22 

 Having established that the canonical number of clusters is 2, we compare the 

lines drawn in all ε -iterations where 2 clusters were found and find the median slope 

and median intercept of each.  The median lines are then displayed on top of the 

original points, as shown in Figure 17. 

 

Figure 17. 

 We can see that the number of clusters, as well as the lines drawn on those 

clusters, was determined without any foreknowledge of the points.  This ensures the 

system is robust for any number of clusters.  Figure 18 shows 3 underlying clusters, and 

the system effectively reconstructing the lines around the correct clusters. 
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Figure 18. 

Strengths and Weaknesses 
 The system’s strengths are simply that it works; for a variable and unknown 

number of clusters, the system can determine lines of best fit for the distinct clusters of 

points in the image.  This system requires no outside knowledge of the image; its only 

inputs are the points themselves. 

 On the other hand, there are several drawbacks.  For one, the system looks for 

lines; it works only when there are actually lines to be found in the underlying collection 

of points.  In a totally random environment, there is no telling what lines might be 

generated.  Secondly, the system assumes that the lines are spatially distinct; it would 

not do well with parallel lines close together (likely, the keypoints of both lines would be 

interpreted as one line).  However, for our intended use case, we have a reasonable 

expectation that there are distinct lines in the underlying image.  Additionally, because 

the robot is processing a continuous video feed, it may be possible to aggregate results 

frame to frame, which could account for faulty conclusions from analysis of a single 

frame.  A third and final concern is processing time; we ran this system in Google Colab, 
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and it took several seconds to reach completion.  While there may well be coding 

optimizations to be made, the system itself simply requires a long time to fully process 

an image.  This could be addressed by simply processing the next available frame after 

the system finishes processing one frame (rather than seeking to process each frame 

from the video feed). 

Conclusion and Next Steps 
 
 This project lays out the theoretical basis for implementing line detection in an 

autonomous snow-plow robot.  We have established that we can reliably extract 

meaningful keypoints from an image, and given a collection of such keypoints, extract 

lines of best fit, without knowing the number of lines in the image beforehand.  These 

systems form the basis for video-based spatial awareness in a lightweight autonomous 

robot.  However, it should be stressed that more work is required to fully implement 

these systems.  The image pre-processing hyperparameters may need tuning to the use 

case, environment, and camera of the specific robot, and the robot would need a 

system for handling input and output from the line detection system.  Nonetheless, this 

work provides a valuable basis for further work, both on Carroll College’s snow-plowing 

robot and on lightweight robotics in general. 
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Appendix: Final System Code 
The code I used to find the final solution can be found here: 

https://colab.research.google.com/drive/1jQRWLbTtYPQP_i7rkoqte2pOuAEmfEDa?usp

=sharing. 

  

https://colab.research.google.com/drive/1jQRWLbTtYPQP_i7rkoqte2pOuAEmfEDa?usp=sharing
https://colab.research.google.com/drive/1jQRWLbTtYPQP_i7rkoqte2pOuAEmfEDa?usp=sharing
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