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Abstract

ARTIFICIAL INTELLIGENCE 

by Michael Sangray

This paper explores the project of creating artificial intelligence (AI) by examining 

three relationships central to the project. The relationships are between mind and 

brain, syntax and semantics, and simulation and duplication. Proponents of AI 

have attempted to clarify each of these relationships as suits their interests rather 

than treating each relationship with the care they deserve. In doing so, much 

confusion and debate has developed surrounding all three relationships. In 

presenting my explanations and conclusions concerning these relationships, I 

hope to clear away the confusion and present a clear, plausible case against the 

project of artificial intelligence.
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Chapter 1

&
INTRODUCTION

“Human suffering has been caused because too many of us cannot grasp that words are 
only tools for our use... ” -Richard Dawkins

The study of Artificial Intelligence has grown drastically in scope and depth over only 

the past 50 years. It gets its modem beginnings when Alan Turing posed the question “Can 

machines think?” in his article entitled “Computing Machinery and Intelligence” which was 

published in Mind magazine in 1950. The question is similar to an epistemological one that 

philosophy has been asking for centuries: of people, animals, plants, souls, and angels. To 

apply the question to machines, specifically digital computers, was simply the next step in what 

has been the technological evolution into the Information Age. Although they are similar, 

there are two factors separating Turing’s question from the older question; 1) he proposed a 

test that would determine if a rrudrinewas thinking, and 2) the rjps of machines that were in 

question. To answer the question, Turing proposed a test which he called the “imitation 

game.” In his test, a person would hold a conversation with another subject, either another 

person or a computer. If the computer could sustain the conversation as a normal person 

might, then the computer passes the test. These machines are the focus of Turing’s question 

because they differ from others in that they are seemingly capable of acting in ways that only 

humans (and to a limited extent some other animals) act. These actions include doing 

arithmetic, playing chess, and making decisions. When computers run these kinds programs, it 

seens like they are thinking like we do. So, if they seem to be thinking as we do, then what stops 

them from actually thinking like we do?



This new endeavor, artificial intelligence (AI), is home for two camps distinguished by 

their different beliefs about what AI can achieve. One is called “Weak AI," the other, “Strong

* AI.” Weak AI posits computers only as a tool for modeling the human mind and its

processes. It does not claim that computers can think. The pursuit of Weak AI is a sound— 

perhaps even noble— pursuit based on what computers really can do— serve as a tool to build 

models of things we want to study. Therefore, Weak AI will not be the focus of this paper, 

but rather, Strong AI. Strong AI claims that a computer, when running the “right” program, 

actually thinks just like humans. John Searie, an opponent of Strong AI, restates their main 

claim as “mental processes are computational processes over formally defined elements” (qtd. 

in Hbfstadter 366). This restatement is accepted as accurate by proponents of Strong AI. The 

claim means that the mind works in ways that can be mathematically formalized and 

transformed into computer code.

Mathematical formalizations are computer programs, but the mind and its processes

cannot be represented in terms of mathematical formulas, and therefore, nor can they be

coded as a computer program as I will argue in this paper. I will explore this claim using

viewpoints from proponents and opponents of Strong AI. In the end, I hope to make it clear

that the claims of Strong AI are fallacious as I show that the human mind is more than simply

“software of the brain.” My claim is that computers understand nothing. They do not possess

any sort of reasoning capability gained from the “right” program, and any attempt to attribute

to them reasoning powers via a program is futile. The perception that computers actually

think is, at best, only a metaphor constructed by the programmers and users of the computer

to describe what the computer program is doing. Any other claims for computer intelligence

are based on a misunderstanding of what is actually going on in the computer. Searie states it

this way: “in the literal sense the programmed computer understands what the car and the 
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adding machine understand, namely, exactly nothing. The computer understanding is not just 

(like my understanding of German) partial or incomplete; it is zero” (qtd. in Hofstadter 358).

W I will center my argument on three relationships that are key to the understanding of

not only artificial intelligence, but also of intelligence itself. These are the relationships 

between mind and brain, syntax and semantics, and simulation and duplication.

Strong AI claims that the mind is not dependent on a brain, but is rather a kind of 

abstract mathematical structure that can be realized in a computer program. This form of 

mind-body dualism creates problems for the Strong AI proponent. Not only does it create a 

“ghost in the machine” scenario of a human being, but it even goes so far to say the “ghost” 

(the mind) is not a ghost at all. Instead, it is fully understandable in terms of, and reducible to, 

mathematical symbols that can be fully realized in a computer by the implementation of a 

program. As Searie states:

In strong AI (and in functionalism, as well) what matters are programs, and programs 
are independent of their realization in machines; indeed, as far as AI is concerned, the 
same program could be realized by an electronic machine, a Cartesian mental 
substance, or a Hegelian world spirit, (qtd. in Hofstadter 371)

Strong AI claims that the relationship between syntax (formal rules) and semantics 

(meaning) of a language can also be stated solely as formal symbols. This view contends that 

both syntax and semantics can be programmed. Since computers work on syntax as formal 

symbols, they may be programmed into a computer, but in order to program semantics, the 

“meaning” must be translated into purely syntactical rules. This is a problem because meaning 

inherently follows not preset rules, rather it depends on circumstance. The possibility of 

programmable semantics is asserted by proponents of Strong AI; I will claim, in contrast, that 

semantics are inherently non-formal ideas that cannot be reduced to syntactical rules, and 

therefore, cannot be programmed.
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Hie third relationship, between simulation and duplication, is based on how humans 

use, personify, and assign importance to their tools. Because of the way a computer works it

H seems to make rational, reasoned decisions like a human might. Therefore, Strong AI

proponents argue that the computer is actually reasoning, when, as I will show, the computer 

is only following a program that I believe has no reasoning capabilities. It is a human quality 

to want to place human-like significance on our tools. Rather than perceiving them as cold, 

unfeeling, unthinking machines, we want to relate to them in ways that are more personal. As 

cars are sometimes referred to as “her,” computers are often referred to as “thinking.” This 

metaphorical problem not only clouds the differences between what we think are human-only 

processes and what some think computers are doing, but the Strong AI proponent uses it to 

shift the burden of proof. Instead of trying to prove a computer is thinking, the computer’s 

simulation of thinking is simply asserted, and those who disagree are called to disprove the 

assertion. Strong AI, with the Turing test as its test for intelligence, shifts the burden of proof 

onto the naysayer to prove the computer is thinking, rather than Strong AI proving a 

computer thinks.

Why should anyone believe in the possibility of artificial intelligence in the first place? 

Greek philosophers such as Socrates, Plato, and Aristotle tackled many philosophical problems 

including how the human mind understands, knows, and cognates. The passion for 

understanding human intelligence has continued, and throughout the development of 

technology, humans have tried to understand the human mind in terms of how mechanical 

objects work. This comparison is made because machines seem to work in the same ways that 

the mind works, i.e. logically, systematically, and analytically. Now, at the end of the 20th 

Century, the digital computer has become the object of this mind-machine comparison.
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The belief in the possibility of AI is also founded in our attachment to our fabricated 

tools, including our words, as extensions of our purposes, ideas, and reasoning. To base

♦ scientific and philosophical explanations of a complex system on personifications may simplify

our understanding of a specific system, a computer in this case, but it does not explain the

actual system. Before the advent of the electronic computer, humans “understood” how the

mind worked through analogies to a clock and its gears; now it is easy for many people to

“understand” how the mind works like a computer and its software. However, the

personification of a computer and its program is simply an attempt to make sense of what we

do not, and possibly cannot, understand fully; the mind and the brain. The analogy often

made between computers and the mind is that the mind is to the brain as software is to a

computer. This is a characteristic human behavior in that we often attribute human qualities

to non-human objects, in order to make a “better connection” between our artifacts and

ourselves. For humans, computers and brains seemto be equivalent mechanisms because they

both seem to work analytically and with reason. The analogies we make between computers

and brains helps us to better understand our purpose in using computers, and connect us with

our computers in a less mechanistic and more humanlike way. Searie believes

The reason we make these attributions [personifications] is quite interesting, and it 
has to do with the fact that in artifacts we extend our own intentionality [intentionality 
is by definition that feature of certain mental states by which they are directed at or 
about objects and states of affairs in the world, and thus, beliefs, desires, and intentions 
are intentional states; undirected forms of anxiety and depression are not]; our tools 
are extensions of our purposes, and so we find it natural to make metaphorical 
attributions of intentionality to them; but I take it no philosophical ice is cut by such 
examples, (qtd. in Hbfstadter 358)

Some claim that humans (and their minds) are simply programs or algorithms that
£

were created from our genes. Although we are to some extent, a product of our genetic 

programming, we are much larger than it Our genetic programming wants us to reproduce,
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but we can make the choice not to; it wants us to eat and be healthy, but we do not have to; 

and it wants us to live, but we can commit suicide. These people’s “programs” are not flawed;

If rather our consciousness and our minds are not programs, not algorithms, and they are not

capable of being duplicated in a computer. Our minds have no strict set of inputs, no desired 

outputs, and follow no recipe, but are more complex and capable than algorithms. They are 

causally enabled entities that are significantly developed not only by genetic programming, but 

by wants and needs as well as coundess other factors including experiences, causal powers, and 

consciousness.

According to a formal mathematical definition of a mind, mental processes could be 

studied and learned about in definite scientific and mathematical terms. The Scots philosopher 

David Hume takes it a step further by stating “cognition is computation.” This is the crux of 

the position of Strong AI, that mental processes can be characterized in terms of formal 

mathematical symbols. However, any mental processes achieved in mathematical, and 

therefore programmable terms, are not dependent on brains or computers specifically— they 

are simply programs. This seemingly possible formalization of mental processes lends 

evidence for what many hold as a strong belief— that artificial intelligence is indeed possible. 

Computers work on formal symbols, Le. mathematical symbols and rules, but the mind does 

not work on the foundations of mathematical symbols and rules. I will argue for this position, 

and in the end, I hope it will be clear that formal symbol manipulation (programming) does 

not account for mental processes.

The possibility of artificial intelligence has been given further support by a new science

termed “cognitive science.” This science “presupposes the reality and knowability of the

mental in the same way that in physical sciences one has to presuppose the reality and

knowability of physical objects” (qtd. in Hofstadter 366). Cognitive science is granted the 
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responsibility to advance the human understanding of the mind and brain. In the process, it 

attempts to create artificial intelligence in the truest sense, that is, to create a computer that

9 actually thinks and understands. Strong AI requires an understanding of the mind in order to

program a mind, and yet the cognitive sciences can give no proof for the premise of the 

“knowability” of the mind.

Throughout history, humans have attempted to understand the mind. Doing so has 

become seemingly possible in this the age of the electronic computer because of the properties 

computer programs seem to share with the mind. However, this goal of Strong AI cannot be 

achieved, and only creates false hopes, and maybe even serious misunderstandings for people 

seriously trying to understand and appreciate intelligence.
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Chapter 2

> THE MIND AND THE BRAIN

The first relationship I will consider is that between the mind and the brain. 

Understanding this relationship is essential to understanding what I believe are problems with 

Strong AI’s approach to creating artificial intelligence. For Strong AI begins its project with 

the human mind and brain, and their aim is to create an artificially intelligent mechanism on 

par with, and in some cases surpassing, human intelligence. I hope to show that their position, 

like Rene Descartes’, is based on a misguided dualistic conception of the relationship between 

the mind and the brain. The relationship between the mind and the body, I believe, is not one 

that can be duplicated in a computer and a program, for the mind is not separate from, but 

created by and maintained within and because of the brain. Strong AI proponents attempt to 

parallel computers with the human mind and body, but I will show how this cannot be done, 

not even by resorting to the theory of functionalism, and that their view of the mind and brain 

is merely a propagation of a defunct theory of a dualistic relationship between the mind and 

the brain.

The dualisms present in AI

Dualism is a dominant, but implicit view of the relationship between the mind and the 

brain in artificial intelligence. First, this dualism is the hidden assumption of Strong AI when it 

proposes that a mind can be formulated into a mathematical program based on how it works

0
separately from the physical brain. A program is supposed to “give” intelligence to a
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computer. Secondly, dualism must also be assumed in the nature of computers as they are 

comprised of both hardware and software.

Although they do not admit to it, or possibly do not see it, proponents of Strong AI 

are implicitly dualists. For example, Douglas R. Hofstadter believes that a brain is not 

necessary for the existence of intelligence, but rather mental, non-physical workings are all that 

intelligence is. For him, the organizational structure of the brain is “the key thing... not bodily, 

organic, chemical structure, but organizational structure— software.” He also says, “your 

depending on my physical body as evidence that I am a thinking being is rather shallow” 

(Hbfstadter 80).

Intelligence producing mental activity outside of a brain is the goal of artificial 

intelligence for Hofstadter. He aims to state the “internal structure” of thinking, Le. how it 

functions. Therefore, he believes thinking, which happens in a brain, can in a way, be 

separated from the brain. This separation is dualistic because the “internal structure,” or, the 

mind, is supposedly independent of the brain that “houses” it. Furthermore, Hofstadter 

believes computer hardware, which for him would be relatively the same as a brain, ultimately 

makes no difference as long as it can run a program for intelligence. Therefore, the conclusion 

Hbfstadter makes is that the hardware is not important, only the program is important, “a 

dualism in a strong form” (Searle).

Hofstadter’s position, however, is based on a misunderstanding of the relationship 

between minds and programs. He believes that minds and programs work the same 

fundamentally, and he reasons that since software does not need special hardware, then the 

mind does not need special hardware (a brain) to work, either. Therefore, his conclusion is 

founded in a failure to recognize that brains and minds are inseparable, while software and 

hardware are separable.
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The mind and the brain cannot be in a dualistic partnership— one depends on the 

other. Let me show this with the following situation. Let’s say you and I are in a hospital

* You are a doctor and I am a patient. Day after day you come to my room and ask me

questions, I respond correctly, according to what I perceive is correct. For example, you ask 

what my name is, I respond that it is Mike. The next day you ask me again, and believing I am 

correct, I respond by saying “my name is Alan Turing.” You prescribe some medication for 

me to take and the next day you ask again. This time I respond by saying my name is Mike. 

What happened? You, as the doctor, believed that my mind was malfunctioning in some way, 

so you prescribed medicine that would act on my brain. This simple action makes two 

important points; 1) that my mind was having problems working correctly, and 2) that in order 

to fix my mind you did not prescribe mind-fixing drugs, but brain-fixing drugs. Your 

assumption, fix the brain in order to fix the mind, is closer to the truth. The mind and the 

brain are not just closely related, but the brain is responsible for the functioning of the mind— 

the mind is dependent on the brain.

On the other hand, computers are fundamentally dualistic, they are comprised of both

hardware and software. In a computer, the program is not dependent on the current state of

the hardware unless it is specifically programmed to be so. In fact, problems with a computer

may require a hardware fix or a software fix. And one cannot fix hardware problems with

software. Programmers, furthermore, can create software independently of the hardware.

This is enough to show the dualistic relationship between a program and a computer. The

nature of computers is inherently dualistic. There are computer parts, hardware, and abstract

formalizations called software (programs) that run on any computer as long as the software and

the hardware are compatible. Therefore, the program can truly be called “independent of any

realization”— in a specific machine, and because of this, the “minds” created by Strong AI are 
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actually separable from a their “bodies,” te. their computers. Therefore, again dualism 

between the mind and the brain is central to the project of Strong AI. An actual splitting of 

mind and brain is needed for Strong AI to successfully create real things, i.e. computer 

programs, which are separately intelligent of a brain. Therefore, if proponents of the project 

hold that it is possible to split the mind from the brain and still have a working mind and that 

the relationship between the mind and brain is of no importance whatsoever, then, we have a 

flawed, dualistic understanding of the nature of the mind and the brain.

Functionalism and how it does not support Strong AI’s position

Strong AI further supports that the brain is not important, by stressing the importance

of its Junctions, and this belief is based on a theory called functionalism. The point made here 

by Strong AI proponents is very important— they believe that as long as a brain and a 

computer get the same job done, that those two things are functionally equivalent. Although 

minds require brains, functionalists believe that functional equivalence is based on how two 

things achieve the same goal, even if they do not operate on the same principles. An example 

is a Rube Goldberg machine. In such a machine, several steps, often 40 or more, are 

undertaken to do an otherwise simple task, such as making toast. Although Goldberg’s 

machine achieves the same results you or I would in making toast, we are completely different 

then a machine. In getting things done, a brain goes through its mental processes, and a 

computer goes through its computing processes. Strong AI believes in equating these two 

inherently different entities simply because they achieve the same goals. The mistake made 

here is like saying a submarine s'uim. Although submarines do many of the same things as a 

swimming fish might, e.g. staying underwater, and moving through the water, submarines do
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not swim. Strong AI uses functionalism in order to say that submarines do swim, or rather, 

that computers think

0 Functionalism theorizes that thoughts are not a result of a particular physical structure

at some time x, but rather could be certain states independent of the physical matter that is 

employing them. A functionalist position seems supported by a human brain seemingly not 

requiring a specific localized area to produce a specific state, but instead only needs to function 

a certain way. The argument is that if a part of the brain that controlled the left hand were 

damaged, for example, it is possible that the brain would use a different part of itself to control 

the left hand. It is a documented occurrence that when a brain is damaged, it might after some 

time has passed, use a different section of its neurological network to perform what was once 

done by the now damaged section. (Gregory 280) Therefore, Strong AI proponents have 

evidence, it seems, that mental states are not dependent solely on a brain, and could exist in a 

computer if that computer is in the “correct” functional state. So according to functionalism 

“mental states should be identified not with the brain’s physical states, but with its functional 

states” (Gregory 280).

Strong AI uses functionalism to argue that mental states can be specified purely in 

formal terms. These terms are functional descriptions of certain states, which, if coded into 

software, can then be run by any computer. The functionalist will argue that the running of 

the program is mare than simply running the program. Instead, functionalists argue that 

running the program along with the “realization” of the functions encoded into it creates 

mental states similar to those in a brain. The functionalist believes that if the programs have 

the same workings, the same reasoning abilities as a brain, then it should be thought of and 

treated as intelligent.
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Dennett, builds his functionalist position on the belief that “mental states are nothing 

more than functional states of Turing machines” (Gregory 280). Dennett’s specific argument

9 uses an example focussed on a hurricane. He suggests that as a human might experience it, a

hurricane has the same effects as if it were happening in a computer simulation. A human, he 

says, experiences a hurricane and with these experiences come certain states of existence 

involving powerful winds, drenching rain, and destruction. If a computer were to model a 

hurricane, Dennett argues, it would have the same functional states as a human brain has 

during a hurricane. In the computer model, an actual hurricane to^/be happening inside the 

computer in that it has high winds, drenching rain, and destruction. Dennett equates the 

model of a hurricane in a computer to an actual hurricane. Supposedly, the two are the same 

as far as the subject is concerned. The computer’s hurricane is observed by the computer, and 

the human’s hurricane is observed by the human. Outside during a hurricane, cars are 

destroyed, there are floods, and high winds. In the computer, and as far as it is concerned, 

there are cars being destroyed, flooding, and high winds. So functionally, according to 

Dennett, as humans and computers “experience” hurricanes, the results of a hurricane you or I 

experience equates with the simulation of a hurricane the computer experiences. Following 

this, since a simulation of a hurricane equates with a real hurricane, then a simulation of 

intelligence should equate with intelligence. Dennett takes his explanation of a functional 

relationship between human experience of a hurricane and a computer simulation of a 

hurricane and transforms it into a relationship between human thinking and computer 

thinking. In a brain, thinking happens as a natural occurrence. It has certain states such as an

* idea, reasoning, and imagination. Dennett argues that these same states are realized in a

computer when it runs the “right” program in the same manner as a hurricane is realized.
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If Dennett is correct, the same kinds of states that occur in a human brain can exist in 

a computer or other kinds of mechanisms such as pop machines. Hilary Putnam, a one-time 

functionalist opposes Dennett, and argues that the functionalist position would enable a valid 

comparison of the functional steps of human thinking with, for example, how a pop machine 

works. Following Putnam’s reasoning in his Representation and Reality, this is how we

might compare to pop machines: (l)we receive input (as the machine receives coins and a 

selection), (2)we carryout instructions according to a “program” in our mind (summing the 

coins), (3)we change our internal state (go get the can of pop), and (4)we produce an 

appropriate output based on the input and instructions (drop it out). This example shows 

how, according to functionalism, the same states are realized by way of two exceptionally 

different bodies, a brain and a pop machine. It also suggests how theyWtozz^of a pop 

machine can be equated with the intelligent fimeaorang of a human being. The ability to do 

mechanical and computer actions is a property of a pop machine, but the ability to think is a 

property (fa brain. As a functionalist may argue, the functioning of a pop machines and brains is 

not dependent on their physical makeup, but instead depends on their current state. Since this 

current state is not dependent on the mechanism realizing it, the same state could be realized 

in many different kinds of mechanisms like pop machines and brains. Therefore, in spite of 

Putnam’s somewhat ridiculous example, a functionalist still believes the states realized in the 

pop machine are the same as realized in a human. As in a pop machine, a functionalist 

believes that the functional state in a computer can be the same functional state as in a human 

brain. Therefore, the functional state is to be considered the same as a person’s thoughts.

The problem faced by functionalists is that the state they believe to account for

thinking is only in zfezr understanding of the state. A functionalist must believe that Putnam’s

example is accurate, and therefore must believe that pop machines exhibit intelligence. This 
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means that according to functionalism, any mechanism that has states, including computer 

programs, can have the same causal powers as a brain. The causal powers are those powers

W that enable a brain to have intentions, and in the case above, would enable the pop machine to

believe whether the correct change had been dropped.

Intentions are important for understanding the shortcomings of functionalism because 

Strong AI proponents must believe that intentions, Le. desires, reasons, emotions, etc., that all 

humans have, must be translatable into computer programs so that programs may have 

intentions the same as humans do. However, computer programs fail to account for 

“intentions” and causal powers that humans possess. Our intentions are realized because our 

brains possess a causal enabling mechanism that allows us to have thoughts about everything 

in our environment. But because programs are merely abstract mathematical entities defined 

by formal rules governing their precise syntax, they do not have the capacity to have a mental 

state that entails having causal powers to intentionally cany out a procedure. In other words, 

computers do not want to carry out the next instruction in their code, they merely do it because 

they are a machine devoid of intentional abilities. If they could decide not to cany out their 

next instruction, then the program they would be running would not be a program as we 

understand them since all programs are designed and intended, by thepm^amrer to do specific 

procedures in a specifically structured pattern. A brain, however, does have this power since 

you and I make intentional decisions all the time. Because programs fail to have intentions 

and have no causal powers aside from following their predefined steps, they do not have the 

capacity to think The supposed functional state a program produces in a computer does not

0, produce anymore than an abstract mathematical state, represented— as a computer

programmer likes to think of them— as a string of l’s and 0’s. This state, specific to the

program and the machine, is a state that understands nothing. The formal symbols in 
15



mathematics and computers cannot be mental states since they have no intentional or causal 

powers that equate on any level with that of a brain— they only have intentions as far as a 

programmer understands them to.

Programs proceed systematically with each new instruction, and that instruction will 

sometimes, but not always, be dependent on a preceding instruction or a specific state in the 

computer. For example, a program can change what is seen on the screen by a user without 

any dependence on what was on the screen beforehand. Say a person is looking at a blank 

screen, a computer program can be designed to simply display a message like “Hello, how are 

you?” without checking or relying on the blankness of the screen. It does not even matter if 

the user can see the message on the screen, it is simply displayed without any dependence on 

what is on the screen. Thoughts, however, are always dependent on the state of the brain. If 

the state of the brain is changed with drugs, then consequently the state of the mind is 

changed. The brain is dynamic, drawing upon previous states and memories for present action 

and thought. This is seen clearly with persons who suffer brain damage. They are observed to 

have reduced, if not destroyed physical skills, and they sometimes lose mental abilities for 

things such as higher math. A mind is always dependent on the status of the brain. 

Functionalism is flawed because computer programs, unlike a brain, have no reliance on other 

programs or hardware states unless they are specifically programmed to be dependent on 

them. Therefore, functionally reliant minds and brains are not equivalent with non- 

functionally reliant hardware and software.

The fact that programs can be written without reliance on the specifics of the

computer hardware involved is possible because the computer hardware and the program

written to run on it are two different entities— unlike a mind and a brain in that the mind is

completely dependent upon the brain. Hardware and software are independent and can be 
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learned about and worked with without regard to each piece, but only focussing on one of the 

two. This is different from learning about a mind since a mind is dependent on a brain and

S trying to learn about the mind necessitates learning about the brain. Therefore, trying to learn

about the mind in place of learning about the brain, which is the proposed method of 

achieving artificial intelligence using functionalism, is like attempting to leam how to ride a 

bike before learning how to walk. “If we had to know how the brain worked to do AI, we 

wouldn’t bother with AI” (qtd. in Hbfstadter 363).

Strong AI has not solved the mind-body problem with functionalism Functionalists 

hold that the mind can be understood in mathematical terms, but not in term cfthe brain. For if 

the physical can be described in formal terms, and the mental is a product of and dependent 

on physical processes, then the mental can be described in formal, mathematical terms. There 

is then no need in describing the physical, if what one is after, the mental, can be described 

without reference to the physical. Therefore, functionalism says that a computer program is a 

feasible platform for reproducing the mind. Ultimately, “the mind is a program” position of 

Strong AI along with its theory of functionalism fail to recognize that the mind and the brain 

are dependent an one another while computers are inherently dualistic, and therefore separable, 

mechanisms. This failure has resulted in the misguided claims of Strong AI, and its flawed 

theory of functionalism, and as a result Strong AI has only further clouded the issue of the 

relationship between the mind and brain.
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Chapter 3

* SYNTAX AND SEMANTICS

One way to justify the belief that a computer is intelligent is if it passes some kind of 

test that would unequivocally show it as intelligent. Strong AI proposes such a test and it is 

called the Turing Test. Named after Alan Turing who created it, the test is a language test that 

supposedly only intelligent beings could pass. I will show how the meaning of a language is 

not conveyed in a computer program, and therefore that a computer program cannot 

understand a language. For a program to be intelligent, it must pass the Turing test, and in 

order to pass the Turing test it must understand language. Therefore, if the computer fails to 

understand a language, then the computer is a non-intelligent entity. I will show that 

computers not only fail to understand the meaning of words and phrases, but that they are 

incapable of understanding them. Part of my discussion involves using a small computer 

program as an example of what happens in a computer when the program is run. Thus Strong 

AI ignores (or maybe just forgets) certain aspects of computer programs that inherently make 

them something incapable of “understanding” semantics. Strong AI believes programs can 

achieve both syntax and semantics, however, semantics cannot be achieved in a purely 

syntactical program. Programs are completely syntactical, and fail in a true use and 

understanding of language.

The Turing test is based on a parlor game of the time referred to as the imitation game, 

In a simplified version, the game places a person ora computer in one room, and a judge in 

another room. The judge is to engage the person or the computer in conversation via typed 

sentences. From this conversation, the judge is to deduce if they are speaking to a human or
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to a computer. If the judge cannot distinguish the computer from the human being over a 

number of conversations, then the computer wins the game and is said to be successfully

> imitating a human. This, according to Turing and Strong AI proponents, is enough to show

that the computer is intelligent.

Turing’s test uses language as a criteria for intelligence. To successfully pass the test, 

the computer must successfully imitate a human in a conversation. Testing for intelligence in 

this manner is a good test that we use often. For example, a person that uses their language in 

a highly sophisticated manner is usually seen as a highly intelligent person. However, logically 

even if a computer wins the imitation game, it does not follow that the computer is intelligent 

since they may have no understanding of the words they utter. Behavior, in this case human 

linguistic behavior, does not necessarily establish the existence of intelligence because an 

imitation does not account for the real thing. Take for example a parrot. They can be trained 

to speak words, but their uttering of words does not prove them intelligent. The conclusion 

then is that the parrot is not duplicating human linguistics, but is only imitating human 

behavior. To show this more clearly, I will use the relationship between syntax and semantics 

and how they are both crucial to language use and why the computer, the same as a parrot, 

does not understand language.
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The Turing test ignores the distinction between syntax and semantics, but in order to 

have a conversation, which is what Strong AI claims is happening in the computer, both

• syntax and semantics must be present. This means that not only the “structure” of the

language in the conversation— the syntax— but also the “meaning”— the semantics— must 

also be understood by the computer.

Consider the following examples: (1) “Sue to the store ran” and (2) “Sue ran to the 

store.” Both sentences convey practically the same meaning. However, the first sentence is 

syntactically incorrect; the placement of the words does not follow the basic rules of English 

grammar. The second sentence, which is syntactically correct, conveys the meaning without 

any problems whatsoever. This word and phrase structure is the importance of syntax in that 

having correct syntax helps, but is not essential, to convey meaning, or the semantics of 

language.

Semantics is the meaning of words that is understood not in terms of a preset system 

of rules, but in terms of the structure of the sentence, the environmental circumstances, 

past experiences. Semantics convey understanding and explanations within a language by 

associating the shared knowledge within each person in ways that help clarify the structure of 

the language. A sentence maybe syntactically correct and still be semantically confusing. For 

example, when a student completes a final exam, they might say “A great weight has been 

lifted from my shoulders.” The syntax of this sentence seems to convey that an actual weight, 

possibly lead, has been taken off the shoulders of the student. The semantics, however, 

convey a message of relief. What the student meant was not that a lead weight had been lifted 

off them, but that preparing for the exam had put great stress on them, and now that the test 

was over, the “weight” of the stress had been alleviated.
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In a computer, only syntax can be used no matter what language the rules are based 

on. The language could be a human language such as English, or it could be a programming

• “ language” such as C++, but the computer can only verify the correctness or incorrectness of

the syntax. This verification is based on other programs that have rules for the computer to 

follow. In the first example with Sue, the syntactically incorrect sentence would cause 

problems for a computer program, but the second sentence, which is syntactically correct, 

would not. In the case of the student’s statement regarding the exam, all meaning would be 

lost. Not only the meaning of what “weight” actually meant, but all meaning, including that of 

all the words and phrases. Semantics are inherendy not statically rule-governed as syntax is, 

but derive their meaning from the dynamic mixture of language and experiences.

According to Turing and his followers, if the computer were truly intelligent, then it

would understand what the person meant even if it were not explicitly said in the conversation.

For example, consider a story about a man that goes into a diner for a hamburger. Upon

receiving the buiger, he complains to the waitress because it was badly burned, and storms out

of the diner without leaving a tip (qtd. in Hofstadter 354). The syntax of this story is correct.

It follows all grammatical rules without making any significant errors. However, the semantics

are more difficult to understand. For example, deciding whether the man ate the hamburger is

not a question of syntax since whether he ate the hamburger is not explicitly stated. Therefore,

it is up to the reader to figure out if the man ate the hamburger. Understanding the semantics

of the story, I would answer “No, he did not,” but a computer would not be able to

understand it because it would fail to understand the semantics. Fundamentally, computers

work completely on syntax. In the burned hamburger example, the syntax of the story is easily

followed, but the semantics are only implicitly evident. The meaning does not come from the

formal rules that govern how the words go together, Le. syntax, instead it comes from the 
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relation of the words and phrases to past experience and intuition built into the dynamism of 

language. Inherently, then, the syntax of the story cannot be made to account for the

# semantics of the story.

Let us examine a piece of computer code, and try to leam what, more specifically,

though in a general sense, happens in a computer when a program is written and run on it. It 

will be clearer how the Turing test fails to account adequately for the semantics of language 

when it is testing computer programs. The structure of a small program, even a simple 

question-answer program, still works on the saw hardware and algorithmic principles as a 

program that is suppcsedto be intelligent. According to Strong AI, merely adding more 

symbols and functions to a program will make that program intelligent. Here is a brief 

explanation of the code of the question-answer program written in “pseudo-code.” Pseudo

code is a term used to describe computer code that is not actual code, but helps the 

programmer develop an overall plan of steps that the actual code will need to take in order to 

do a task. Usually, pseudo-code is simply handwritten and provides a kind of rough blueprint 

for the programmer to follow when they actually code the program. It differs from actual 

code in that it cannot be built into an actual program. I will give the actual code for the 

following piece of pseudo-code for comparison, clarification, and to better explain my point.

This pseudo-code is for a small program that takes input from the user and outputs a 

response according to what the user entered.

Pseudo-Code fora small program

Declare a variable for storing the input x
Output a statement to the screen: “Do you like ice cream? (y/n)”
Take as input the user’s answer and store in x:

If x (the answer) = y, then print to the screen “So do I!”
Else (otherwise the answer is n), then print to the screen “Neither do I!”

End program.
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For my purposes, the user will be restricted to entering only a “y” or an “n,” nothing 

more nor less. The pseudo-code marks each step of the program It first labels a storage unit

* in the computer, “x,” that will be used to store the user’s answer to the question about ice

cream The question is then printed to the screen, and the user then inputs either a “y” for

yes, or an “n” for no. This input is stored in x. The next step tests x to see if it is a y or an n.

If x is a y (the user entered a y for yes), then the message “So do I!” is printed to the screen,

the “else” segment is skipped, and the program ends. If x is not y, then the answer is n for no.

The message “Neither do I!” is printed to the screen, and the program ends. The actual code

that will run on the computer can be written in the programming language C+ + and it would

look like this:

main() {
charx;
cout «“Do you like ice cream? (y/n)”;
cin »x;
if(x«y){

cout «“So do I!”
}

else
cout «“Neitherdo I!” 

return 0;
}

This small program is completely syntactically based. The computer neither realizes 

nor cares about what words are used, it only verifies whether the syntax is correct according to 

the rules of C++. I can change the question to read “Do you like peppermint ice cream?" and 

the computer makes no distinction, as you and I do, between the first and second questions.

If the rules set by C++ for writing programs are followed, then the program will not generate 

errors when compiled and it will be run.

According to Strong AI proponents, a program can be equated with intelligence.

However, the program for intelligence would have to follow the same type of algorithmic rules 
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that my ice cream program does as explained in A Igrithmus (Harel). Therefore, what happens 

when my ice cream program runs on a computer follows the same steps as if it were a

4^ computer program for intelligence. What happens is a complex set of procedures that

translates the program into “machine understandable code,” also called machine code, that the 

computer can more readily deal with. A compiler is a program that is used to translate another 

program, in this case written in C++, into code that can activate hardware devices. The 

language C++1 used in my example could have been another programming language such as 

PASCAL, BASIC, or JAVA, but my code still would have been translated into machine code. 

This machine code (l’s and 0’s), determines what electrical impulse to send.

The hardware works because of electrical pulses. The pulses arrive in series of higher 

or lower voltages. For example, a +5 Volts represents a binary 1, and a -5 Volts represents a 

binary 0. So the l’s and 0’s are coded (as l’s and 0’s) machine code messages that were 

translated by the compiler from my little program about ice cream The machine code, 

compiler, C++, and my code can all also be represented as strings of l’s and 0’s, and therefore 

as electrical pulses.

Following is a diagram of the process I described above. It shows steps including 

pseudo-code, what happens within C++, the electrical impulses acting on the hardware, and 

the final output.

Pseudo-code
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If a computer is ultimately comprised of electrical impulses, why not talk about a 

computer in terms of these electrical impulses? The reason is that electrical impulses are not 

exact. If a pulse is close to a +5 Volts, then the machine might accept it as a 1 depending on 

how the hardware was designed. When we talk about programs, we need to be exact so we 

talk about specific states that are comprised of a string of l’s and 0’s. No matter how 

sophisticated the computer, it is at one specific time, in such a state. It doesn’t matter how 

many processors there are. If time were stopped, then at that precise time we could look at the 

computer and see the exact composition of the string of l’s and 0’s that represents the state of 

the machine.
25



These l’s and O’s ultimately fail to account for anything more than what we understand 

them to be. To the computer they are switches— a 1 is essentially a “send an electncal pulse”

♦ switch, and a 0 is essentially a “ do not send an electrical pulse” switch. A series of switches is

thus activated by machine code, which in turn was generated by a program, which in turn is 

our representation of a task to do. The process a computer program goes through in order to 

be run on a computer and any computer it may run on, can both be understood as based 

completely on a structured system of rules and mechanical workings. What is important about 

computers is what a human takes from them by using them as a tool There is nothing to be 

gained from what the computers put forth other than the work they do for us.

At this point, some might ask if there is really difference between a computer’s 

electrical system and a brain’s. I will mention three main differences. First, the impulses in a 

computer are controlled by the program, and humans have no controlling program although 

some may consider (falsely^ a person’s genes to be a program. Secondly, the brain deals with 

electrodmtsZTy rather than simply electricity as a computer does. This is important because the 

level of complexity in one pulse maybe varied in a human, whereas in a computer, there is 

only one of two states, either a 1 or a 0. Third, if a brain’s electrochemical workings could be 

translated somehow into computer code, then this would mean that a computer program 

could account for the physical workings of a brain. This account of a program thinking is 

analogous to saying a submarine swims. Therefore, even if a computer could physically model 

a human brain, this puts the model no closer to being intelligent, much like a submarine may 

model a swimming fish, the submarine does not actually swim. Since we have now examined a 

small program that functions on the same rules and structure as an intelligent program would 

have to, we can examine the Turing test in terms of its value as a test for intelligence.
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To begin with, the test is supposed to designate between thinking and non-thinking 

things. In the specific case of a computer, it is supposed to determine whether the computer is 

thinking. Hbfstadter contends that

... the Turing test works only above a certain level of consciousness. There can be 
thinking beings that could fail the test— but on the other hand, anything that passes it, 
in my opinion, would be a genuinely conscious, thinking being. (Hofstadter 85)

This statement reflects one problem with considering the Turing test as a valid test for 

intelligence. If there are thinking beings that fail the test, then the test is not really testing for 

intelligence. If the Turing test is truly a test for intelligence, then anything that is intelligent 

should be able, in principle, to pass the test. However, the Turing test is purely a test of 

human mimicking capabilities, and in my understanding, the Turing test is based on an 

imitation game that uses language, more specifically a conversation, as its primary structure. 

The language is, for example, English.

A computer fails to understand the dynamic nature of semantics and therefore does 

not understand language whatsoever; it is merely a single-state (1 or 0) machine. My code 

example, above, demonstrates how a computer processes a program that must be purely based 

on syntax. Now, since anything that does not speak the language being used in the game 

would fail the test, then the test must not really testing for intelligence, but only a sophisticated 

human behavior. In an English-only version of the Turing test, a Chinese speaking person 

would fail miserably. But not because this person is not intelligent. So, the test is not really 

testing for intelligence, but for the presence or absence of a language skill which contains both 

syntax and semantics. Therefore, although the Turing test looks for semantics, no computer 

will ever be able to fully pass the test since no computer is capable of semantics. A computer 

may fool many judges over many conversations, but a clever judge will always be able to
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distinguish a person from a computer program if that judge can exploit the computer’s 

semantic inability.

# So what if, for the Chinese speaking person, the test were in Chinese, or there was

some sort of translating device that translated English to and from Chinese? This seems like a 

solution to the above problem. But instead of a Chinese person, let them be a computer.

Now, our translating device translates from English to something a computer can deal with, 

namely l’s and 0’s. The difference, however, between English to Chinese and English to 

machine code is that the l’s and 0’s fail to account for the semantics of the

conversation/language, and in failing to account for semantics, the computer is only using 

syntax. When translating from language to language, the semantics of the words and phrases is 

retained because it utilizes other parts of language that are comparable in any language like 

experience, consciousness, and intuition that all humans possess. These properties of language 

can be translated by picking similar phrases that express a relation to an experience that each 

person would assumedly have had. This translation cannot be accomplished in computer code 

because computer code is not a language in any sense of the term, only a syntax that has no 

meaning associated with it, only rules to follow. The computer is not dealing with the 

semantics of the conversation, but only a rule-governed, stepwise translation of the syntax of 

the conversation into l’s and 0’s. So, it does not understand the language, and it does not 

understand the meaning.

This inability of a computer to understand meaning is the point of Searle’s most

famous argument against the Turing test. It is called The Chinese Room argument. His basic

position is that a computer can never be said to possess intelligence based on the simple fact

that it can only do formal symbol manipulations (syntax) via programmed instructions.

Human intelligence includes the ability to understand the syntax and semantics of a language.
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Searie’s argument places a monolingual English speaking person in a room. There are 

two slots in the room, one for incoming messages, and one for outgoing messages. The

£ incoming messages that the person must deal with are in the form of Chinese language

symbols that mean no more to the English speaking person than squiggly lines. However, the 

person must generate a message to output. To do this, the person has a manual with English 

instructions that tells them how to manipulate the Chinese symbols correctly for output. In 

light of the Turing test, the input symbols or strings of symbols maybe called “questions,” and 

the output maybe called “answers.” By simply doing the symbol manipulations as described 

in the manual, the English speaking person in the room never understands any of the Chinese 

symbols. The crux of Searie’s argument represents the person as a computer, the manual as a 

program, and the input and output as something that the computer, just like the person, does 

not understand. Therefore, he believes there is no understanding going on in a computer 

because of the currently running program or anything else. Just as a native English speaker 

does not leam Chinese by manipulating the symbols, a computer does not leam English by 

manipulating English symbols (letters). In fact, there are no such things as letters in a 

computer. Each letter you and I see on a computer screen is a small picture of that letter.

Each point of the picture, called a pixel, is represented as a string of l’s and O’s in the 

computer. A string representing an “R” in one program maybe the same string used to 

represent the top-half of a “2” in another program. The computer, however, makes no 

distinction between the two strings as representing anything different or special in and of 

themselves.

Searie’s argument illustrates how computers do not understand anything at all of what

they process, refuting Strong AI’s claims that they do. He demonstrates that the way a

computer functions is not the same way a brain functions, and that the patterns realized in 
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each are inherently different. Even humans, when following formal rules to manipulate 

symbols, do not necessarily understand anything of what they are manipulating. Understanding

former, one can think in Chinese and derive the meaning from a Chinese “burned hamburger”

story. In the case of the latter, one does not even know if it might be a Chinese “burned

hamburger” story, an airline reservation listing, or a bunch of miscellaneous characters input 

by the programmer.

The issue of syntax and semantics is neglected by Strong AI and in doing so, Strong

AI misunderstands what a computer really does— work only on syntax. The issue is not new,

and has not been changed by any spectacular advancement in machine structure. Even in

Descartes’ time the issue was raised, and he concluded that machines could not be made to

understand the “sense,” or semantics, of the words it heard and uttered.

It is indeed conceivable that a machine could be so made that it would utter words, 
and even words appropriate to the presence of physical acts or objects which cause 
some change in its organs; as, for example, if it was touched in some spot that it would 
ask what you wanted to say to it; if in another, that it would cry that it was hurt, and so 
on for similar things. But it could never modify its phrases to reply to the sense of 
whatever was said in its presence, as even the most stupid men can do. (qtd. in 
Dennett 6)

Today, computer programmers have become much more efficient in manipulating the 

syntax of their programs so that they appear to understand and manipulate semantics. This 

appearance is merely that, an appearance, it is not what is actually happening in the computer. 

The appearance, however, goes a long way towards convincing many Strong AI proponents 

that the computer actually understands and thinks. In such arguments, they often attempt to 

shift the burden of proof off their shoulders and onto the naysayers. This is exemplified by 

the Turing test where people ask the computer things only a person would be able to react to,
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such as “Do you like the music of Bach?” This question positions the person as trying to 

debunk the computer as a hunk of metal incapable of preferring a certain kind of music. 

However, since the computer has not yet been proven intelligent, there is no need to try to 

disprove its humanity by asking such questions.

Although the Turing test seems not to be a valid test for intelligence, some may still 

claim that it is the only way we can test a computer to see if it is intelligent. For these people, I 

propose an alternative method to asking questions in the Turing test game. Instead of asking 

human related questions, I propose we ask the computer questions we don’t have an answer 

to, and see what happens. Let’s ask the computer “What’s a stack dump like?” and see if it can 

tell us something. (A stack is a tool used by programmers to store data. One piece of data is 

stored on top of another creating a stack. The data items can then be popped off the top of 

the stack. When a computer crashes, it dumps (pops off all data items) its stack. Since a stack 

dump occurs when the computer is crashing and some people compare a crashing computer 

to a dying human, they may claim that this question is not valid because not even people can 

explain what dying is like. However, we can suppose we know what dying is like, and we can say 

things such as “dying is like falling asleep.” So a computer should be able to formulate some 

sort of reply to these kinds of questions. A reply to my “stack dump” question might be 

something like “A stack dump is like a near-death experience.”

The only understanding the computer may have is what the programmer would ascribe 

to it in a metaphorical, analogous sense. A computer, using a program that is bound to 

syntactical expressions which are translated into l’s and 0’s, loses all understanding capacity in 

the absence of semantics. As far as a computer is concerned, there is no distinction between 

syntax and semantics, there is only syntax. The human imagination is what applies semantics
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to a program. The only thinking being done is in the mind of the programmer that imagines 

the program is thinking.
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Chapter 4

• SIMULATION VERSUS DUPLICATION

The importance humans place on their tools as extensions of their work has, in my 

opinion, been carried over the edge in the pursuit of artificial intelligence. The human 

imagination has been the main advocate of artificial intelligence, not scientific evidence nor 

sound philosophical argument. This may sound callous, but having already discussed how 

Strong AI proponents misunderstand the mind-body and syntax-semantics relationships, I will 

now try to explain the fundamental error of the project of Strong AI— that it treats simulation 

as duplication.

The error of believing a simulation is actually a duplication is not easy to recognize. In 

nature, for example, insects mimic other insects in order to fool a would-be predator. There 

are some flying insects that have black and yellow stripes much like a bee, but they have no 

sting whatsoever (referred to as Batesian mimicry). Their mimicry keeps them alive by helping 

them fool a predator into thinking they are about to try to eat a stinging bee, when in fact, the 

bug they are after is harmless. The black and yellow stripes have successfully turned the 

harmless insect into a very accurate simulation of an actual bee. The results are the same— the 

predator leaves the bee and its mimic alone. The proponents of Strong AI, however, take the 

mimicry of a computer “intelligence” program one step further and proclaim it as a duplication 

of intelligence. Strong AI believes that since the outputs of an “intelligent program” and 

human intelligence are equivalent, the processes must be the same. In the case of the insects,

♦ the position of Strong AI would be like saying that the harmless bug was actually as potent a 

threat as the bee.
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Another argument against the duplication of intelligence in a program is founded on 

the misguided jump to the conclusion of “thinking computers” by Strong AI. The burden of 

proof in the argument, however, rests on Strong AI to show that programs do think and 

therefore, it is not up to naysayers to prove them wrong. If there is a distinction between 

simulation and duplication, then Strong AI must show that a computer does more than only 

simulate thought. A Strong AI proponent might say that their position is more like my insect 

mimicry example and that if a person saw a black and yellow striped insect they would assume 

it to be dangerous. This is the same thing that Strong AI does; it believes that computers can 

think and therefore, any computer appearing to think like a human, one that may pass the 

Turing test for example, is assumed to be intelligent. But this is only like what you think seems 

might be a bee, and then treating it as though it were actually a bee. The problem is— no 

computer has ever been proven intelligent. The fact stands that it has been proven, and I 

would bet that through your own experience you would agree, there are dangerous bees. This 

fact is what makes a mimicking insect so believable. If there were no such thing as a stinging 

bee, then no one would fear a black and yellow striped mimicking insect. But unless we first 

prove there are intelligent programs, then there is no foundation for believing in the actuality 

of intelligent computers. There is no sound case for Strong AI to have shifted the burden of 

proof to the naysayer, and I believe the burden of proof rests firmly in the camp of Strong AI.

According to the Turing test, if a computer were to be truly intelligent, then it would

exhibit a (faplicated version of human intelligence. If computer programs, however, cannot

achieve semantics, then they must only linguistic skill, thereby creating the appearance

of understanding language. Computers can simulate having a conversation in English if

programmed to do so without actually understanding language. They can simulate the damage

done by a hurricane in Florida without producing any high winds, rain, or damage. But they 
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do wf understand language, just as they arc not windy, rainy, or damage causing. So it looks 

like computers duplicate neither understanding language nor humcanes, but merely simulate

W them. Strong AI makes a huge and completely misguided jump when it says that computers

actually duplicate human thought processes on the premise that theysaswto be duplicating 

things like language and hurricanes.

Some of Strong AI’s claims that a computer is actually thinking Le. duplicating 

intelligence, are based on work done by Roger Schank Schank designed a program that “reads 

in” a story and produces output based on an “understanding” of the story. This supposedly 

lends support to this claim of Strong AI. In Schank’s program, questions asked about the 

story the computer read in did not relate to the direct wording of the story, but were based on 

required reasoning abilities that only a human mind is supposed to be capable of. The 

question did not relate to the syntax, but to the semantics of the story. Take, for example, the 

diner story of the burned hamburger mentioned earlier. Schank’s program would read in the 

story, and when asked questions, produce an output similar to, if not exactly the same as, how 

a human might respond. Using Schank’s program as evidence, Strong AI claims that the 

program actually understands the stories. This reasoning is characteristic of the position Strong 

AI takes in assuming the simulation of language abilities and hurricanes in computers accounts 

for duplication of language abilities and hurricanes.

The program itself takes as input the story of the burned hamburger. It “reads” the

story, and a human user then asks the computer questions about the story. A person could ask

the program “did the man eat the hamburger?” and the computer program would output a

response, as a human might, “No, he did not.” Strong AI claims the computer can do this

because it actually understands the meaning of the story. As I explained in the previous

chapter, the purely syntactical nature of programs excludes semantics and, therefore, prohibits 
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any kind of understanding. Still, the output is generated by the program, but instead of the 

program actually thinking, the output is only the result of a very cleverly designed program,

♦ much like Searle’s Chinese box program. These types of programs, natural language

processing programs, are more like works of art then actual programs. For they are restricted 

to syntactical rules, but even these can be amazingly arranged— much as art might rearrange 

figures from the natural world— and produce outputs that look like thinking. They are only, 

however, what Plato would despise as a “representation of a representation”— like a bunch of 

l’s and 0’s represented as code in a program, represented as thinking— we have only a 

simulation, not duplication.

If the computer cannot duplicate our intelligence, what can Schank’s program 

accomplish? At best, it might be viewed by some as approaching a model of how a human 

might think, but I believe that it is no more than simply an exceptionally designed program. 

Strong AI in effect, has fabricated the notion that the computer program understands. The 

computer simulation of thinking is being confused for a genuine duplication of human 

thought processes. Searle makes this distinction as an information processing issue. (See 

Hofstadter 370)

Another argument against duplication is the aspect of the simulation-duplication 

distinction in Strong AI. The argument is based on what is being simulated about the brain 

and what is being duplicated about the brain that gives the computer intelligence. Strong AI 

studies the results of brain processes, Le. what the brain outputs. However, to learn about the 

brain, one cannot simply study the outputs of a brain and try to develop programs that

g. produce the same output and then claim the program is thinking. This is like studying a black

and yellow striped bug and determining whether or not it is harmful just by looking at it. If

you want to know if the bug is poisonous, you will have to touch it, dissect it, or watch how 
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other things react when they come in contact with it. This is the same for intelligence. One 

must actually study the brain in order to leam about intelligence, things that are not the brain,

* namely computers and programs, will not give any understanding of how the brain works

other than possibly as a useful model (Dreyfus 156)

Many think that if the synapses and neurons could be simulated in a computer

program, then thinking would be sure to follow. This, however, is not the case since a

simulation of synapses and neurons is still a simulation. The simulation would rely on a

computer program that is no more than a simulation; the program would fail to have

intentions and causal abilities, as humans do. Searie states it this way

The problem with the brain simulating is that it is simulating the wrong things about 
the brain. As long as it simulates only the formal structure of the sequence of neuron 
firings at the synapses, it won’t have simulated what matters about the brain, namely its 
causal properties, its ability to produce intentional states, (qtd. in Hofstadter 364)

Brain simulating, then, is not a valid approach to creating AI. Rather it is only a program 

based on what we think might be the foundations of intelligence, neurons and synapses. Since 

brain simulating is not valid, then the Turing test seems closer to approaching AI.

However, in examining the Turing test, it is discovered that what happens is that the 

computer’s behaucr \s thought to give proof of its intelligence. Although the computer doesn’t 

speak or understand English, its responses in a conversation are taken to be evidence of its 

cognitive abilities. This is an incorrect assessment of what the computer is actually doing as 

seen by looking at the thermostat in your home. When the temperature drops below a certain 

point, the thermostat signals the furnace to start pumping out more heat. In believing in the 

Turing test as a valid test for intelligent behavior, the thermostat could be said to be behaungm 

an intelligent manner, yet this is absurd. So why is a computer considered intelligent if it
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behaves, Le. outputs, in a certain way? Behavior is not always a foundational aspect of citing 

intelligence in an entity.

< According to Strong AI proponent Dennett, Turing was attempting to get away from

the deeply intricate questions of what thinking actually is, including its relation to 

consciousness, and instead to propose a ‘“Put up or shut up!’” line in the sand of AI (Dennett 

4). If a machine could pass the test, then Turing argued that the machine was doing some sort 

of thinking. In fact, this approach has a flaw in that it does not distinguish between mimicking 

and duplicating behavior. Although the behavior it tests for could be intelligent computer 

behavior, it could just as well be only an imitation of intelligent human behavior. Dennett’s 

point is that Turing’s proposal of human linguistic and conversation skills are grounds for 

cognition, and that anything that can do language and conversation thinks. A computer that 

can imitate human language skills would be said to be intelligent assumption that Turing was 

ready to make.

This logic is sound, and it is true that in this sense, Turing’s test provides an extremely 

high, and quite possibly unachievable, level of machine action. However, activity, Le. behavior, 

is not enough to establish intelligence; remember the thermostat that “perceives” the current 

temperature and makes a “judgment” about whether or not to activate the furnace. If 

behavior were enough to account for intelligence, then the thermostat could be said to be 

acting intelligently. According to Strong AI, if a computer seems to be acting in an intelligent 

manner in a conversation, then it must also be intelligent. Dennett explains his position more 

clearly when he says,

I’m not running one of those a priori ‘computers can’t think’ arguments. I stand 
unabashedly ready, moreover, to declare that any computer that actually passes the 
unrestricted Turing test will be, in every theoretically interesting sense, a thinking 
thing. (Dennett 20)
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So an unrestricted Turing test proves itself to be, in the thoughts of Dennett, a surefire way, 

for the present time, to determine if a computer can be considered a thinking thing. This is a 

clear example of the misguided position of Strong AI— the claim that a computer that can pass 

the Turing test, would be intelligent. A computer program that can pass the Turing test may 

be doing so by way of a cleverly designed program mimicking semantics, and therefore, is not 

necessarily duplicating intelligence.

Computers work on formal symbols, Le. l’s and 0’s, but if these formal symbols don’t 

stand for anything that relates to the real world, then they are not duplicating thought. This is 

shown in the ice cream code example that contained fabricated responses by the computer to 

the input. A computer’s usefulness depends on how we interpret the formal symbols and the 

output generated by the program; this is also where the confusion about the intellectual 

capacity of a computer arises. A computer program uses formal symbols to simulate whatever 

we have programmed. It outputs some sort of data in a form that we use to create meaning 

according to our problem. However, the computer program does not gain any understanding 

from its programs, and it is left with only formal symbols as formal symbols; no more, no less. 

As Searle states,

No one supposes that computer simulations of a five-alarm fire will bum the 
neighborhood down or that a computer simulation of a rainstorm will leave us all 
drenched. Why on earth would anyone suppose that a computer simulation of 
understanding actually understood anything?... For simulation, all you need 
is the right input and output and a program in the middle that transforms the former 
into the latter. That is all the computer has for anything it does. To confuse 
simulation with duplication is the same mistake, whether it is pain, love, cognition, 
fires, or rainstorms, (qtd. in Hofstadter 370)

The mere fact that a computer is a tool lends itself to a human desire to attribute
*

human qualities to tools. This is done with cars and boats, and now with computers. The

reason that the personification of computers has gone so far as to declare them intelligent 
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grows from the fact that they seem to think like people do. Computers are extremely complex 

things, they seem to “process information,” do arithmetic, play chess, and solve mathematical

B proofs— all things that only beings with higher level intelligence are capable of doing. They

also seem to provide us with a very near at hand explanation of the most mysterious thing in 

existence, the human mind. However, as I have shown in this chapter, computers, at best, 

only simulate thinking, they do not duplicate it.

*
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Chapter 5

SUMMATION OF MY REFUTATION OF STRONG AI AND ITS CLAIMS

Strong AI proponents claim that a computer program can produce intelligence in a 

computer. I have argued that the mind-body problem has not been solved by Strong AI; 

rather it has been sidestepped. This sidestepping involves neglecting study of the brain 

itself and, instead, focussing only on what the brain produces as output. I have also 

explained how Strong AI fails to consider the nature of computers— that they are dualistic, 

purely syntactically based mechanisms. This dualistic and syntactical nature prohibits 

actual thinking, for it cannot account for the interdependency of mind and brain, or for 

the semantic aspect of language. Finally, I have discussed how Strong AI confuses 

simulation and duplication and argued that its belief in the possibility of a computer 

program that will duplicate intelligence is based on this confusion, not on real scientific 

evidence.

The dualism inherent in Strong AI grows from its study of the products of the brain 

rather than the brain itself. Although many proponents of Strong AI want to understand the 

mind as a part of the physical brain, the central premise of artificial intelligence still posits the 

separation of the mind from the body. This kind of mind, one that is separable and 

understandable through formally symbolized terms, is based on patterns and design rather 

than being essentially attached to its substance. In the case of a human, the substance of the 

mind is the brain, and in order to theorize the separation of the mind from the brain, Strong 

AI considers the patterns of how the mind functions.
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In considering the theory of functionalism, I tried to show how this theory fails to 

account for anything more than a mind as an immaterial entity that has a basis in formal 

symbols. This cannot be the nature of a mind since an immaterial mind would have to relate 

to the brain in some way, and an immaterial mind comprised of formal symbols is never 

enough to account for semantics and understanding.

The Turing test, being a language test, is an inadequate test for intelligence, since no 

computer understands any language. Computer programs can only manipulate formal 

symbols, a series of l’s and 0’s, that represent absolutely nothing to them, and only carry 

representational weight when interpreted by the user/programmer of the system. A computer 

has at most syntax, a set of formal rules, which it follows to get things done. It cannot derive 

any meaning from symbols since by its very nature and design it is only capable of following 

syntax. When meanings seem to be understood by the computer, this is not due to any 

cognitive capabilities in the computer, but rather to the interpretation of the user/programmer.

The confusion of simulation and duplication occurs when those promoting Strong AI

fail to realize that the computer is capable of only simulating, and want to see more than is

there. They want to ascribe meaning to the outputs of the computer when the computer itself

has no attached meaning to any of its symbols. Searie states it this way

No one would suppose that we could produce milk and sugar by running a computer 
simulation of the formal sequences in lactation and photosynthesis, but where the 
mind is concerned many people are willing to believe in such a miracle because of a 
deep and abiding dualism; the mind they suppose is a matter of formal processes and is 
independent of quite specific material causes in the way that milk and sugar are not. 
(Minds 424)

Following from the two beliefs in Strong AI, that the mind is being studied and that syntactical 

programs seem to understand semantics, it becomes easy for adherents of Strong AI to believe
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that the simulation of mental processes by a program is equivalent to mental processes in a 

brain.

♦ Finally, the human passion for understanding, a love of wisdom, drives many to

interpret results as what they want them to be, true artificial intelligence, rather than for what

they are, a simulation of intelligence. No computer understands English, just as Searle does

not understand Chinese, and no computer assigns meaning to any of its symbols. It is rather,

human intention, whether conscious or unconscious, that ascribes meaning to a computer1 s

behavior in using the language well enough to pass the Turing test. In fact, the computer

understands no language at all. It is our pursuit to better understand our own nature in terms

of other things, like computers, that misleads us in understanding how the mind works with

and because of the brain. In the end, computers understand nothing. Searle notes,

the computer is probably no better and no worse as a metaphor for the brain than 
earlier mechanical metaphors. We learn as much about the brain by saying it’s a 
computer as we do by saying it’s a telephone switchboard, a telegraph system, a water 
pump, or a steam engine. (55)

Instead of trying to learn about the mind by using a computer, we need to leam about 

the mind in terms of the brain. The brain, at least, is inseparably connected to the mind, and 

may in fact be the originator of the mind. Strong AI tells us nothing about the brain, and I 

believe it has taken the wrong path towards understanding intelligence. Instead of designing 

programs that are, at most, only simulations of minds, I believe we should study the brain itself 

and how it works to produce its output in order to gain a better understanding of the nature of 

intelligence.
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