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Abstract

Fractal Geometry provides a way, using mathematics, to reproduce the repetitive 

characteristics of objects found in nature. This thesis provides a background in Fractal 

concepts such as Chaotic Systems, Iterative Function Systems, The Mandelbrot Set, 

Brownian motion, and creates computer implementations for several of these Fractals. 

Using computers, we can execute the step-by-step instructions to create Fractal images 

and give us greater understanding of the depth and beauty of Fractal Geometry. The 

computer implementations in this thesis provide the basis for coding natural landscapes in 

applications such as simulations, art, video games, and movies.
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Chapter 1 Introduction

1.1 Gaming, Movies, Simulation, Art, and Math

Video games are an integral pastime of current youths. Initially, popular video 

games were created in a two-dimensional scene. As the field of computer technology has 

advanced, the ability to create realistic three-dimensional games has become available. 

Now, nearly every video game is three-dimensional and the desire for two-dimensional 

games has dwindled. Modem video game developers face the issue of creating realistic 

simulations of world objects in their games to compete with fierce competition. Often, if 

a video game can create a stunning sense of realism, it can awe its viewers and push them 

to purchase a video game based on graphics alone. The need to incorporate realistic 

simulations of our world extends beyond video games and into fields such as movies, 

simulators, and art.

In any computer programming production, programmers must be able to develop 

quickly in this market of rapid application development. Efficient programmers strive to 

find a general solution to a programming issue rather than a specific solution.

Programmers look to find a way to code computers to solve a problem for all cases, 

rather than for just one case. If this general solution is found, it can be used to speed up 

the computer programming process, saving time.

Modem game programmers are faced with many more problems in programming 

in the three-dimensional sense as opposed to the two-dimensional. One of these 

problems is the issue of how to create life-like structures such as landscapes, trees, rocks, 

rivers, vegetation and more. Even more specifically, video game developers need to 

create these structures in real time. This kind of question pushes modem “reality”

1



modelers and programmers to turn to mathematics. Common mathematical solutions to 

these problems include Fourier Synthesis, Fractal Geometry, and Perlin Noise. My 

research was focused on methods in Fractal Geometry. Due to the Fractal Geometry of 

nature itself, Fractal Geometry proves to be excellent for creating realistic models of 

many structures in our world.

This research focuses on many methods for the creation of realistic world 

structures through repetitive processes programmed using mathematical techniques. This 

work intends to give the reader an overall view of the technique of Fractal Geometry, its 

history and its generation. I will show many Fractal images as well as explain 

mathematical methods for their generation.

Fractal images are an example of the beauty of visualizing mathematics. Because 

Fractal Geometry is expressed through the visualization of images, many of my personal 

attempts with their mathematics will be implemented on the computer. In programming, 

my focus is to provide the reader with a walkthrough of Fractals applied. That is, I will 

not only explain an algorithm, but I will explain how to encode these algorithms to 

achieve the results. All examples of code are written in C++ computer code.
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1.2 The Self-Similarity of Our World

One of the key concepts focused on in the study of Fractal Geometry is the notion 

of self-similarity. For something to be self-similar means that smaller portions an object 

look exactly or similar to the object. Many Fractals are exactly self-similar, while others 

are not exactly self-similar, but similar to the whole. If an object is exactly self-similar, 

successive zooms into the object will produce images that look exactly like the whole, 

such as Fractal objects like Koch Snowflake [5] the and the Sierpinski Gasket [6],

Among earthly vegetation we find the most startling pictures that suggest self

similarity exhibited in Fractal Geometry. Vegetation such as ferns, broccoli and trees 

show that nature does follow some kind of pattern. Many non-self-similar characteristics 

of vegetation are attributed to factors such as location, disease, and weather.
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The fern in Figure 1 is a photo of a real fern. The fern 

shown in Figure 2 is created through a Fractal generation.

The real fern is somewhat distorted from real self

similarity. The fractal forgery exhibits exact self

similarity. Notice how both the generation of the fern 

and the real fern exhibit striking similarities.

The Fractal forgery of Figure 2 was created by a Figure 1:

Figure 2:
Fractal forgery of a fern leaf.

Fern leaf.
computer using a mathematical method called an IFS 

(Iterative Function System). IFS codes characterize the 

repetitive nature of these objects; we can model them 

through the mathematics of Fractal Geometry.

Fractal Geometry models many real world objects 

well, but still does not to model our world perfectly.

Amazingly, Fractal Geometry can reproduce the repetitive 

process of growth in our world with only a mathematical

formula. From trees to snowflakes, ferns to broccoli, we find almost perfect examples of 

the notion of self-similarity.

One example of self-similarity is that of the hybrid vegetable Broccoli 

Romanesco shown in Figure 3. A smaller portion of the broccoli looks exactly like the 

whole broccoli head itself. This notion of self-similarity often allows us to characterize 

nature with a pattern, thus modeling nature, detailed as it may be through Fractal 

Geometry.
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Figure 3: Successive Magnifications of the Hybrid Vegetable Broccoli Romanesco.

1.3 The Need for Fractal Geometry

Many simulations of natural objects such as landscapes, homes, tree, and 

mountains are a composition of geometric objects such as circles, spheres, triangles, 

cubes, and cylinders. As Benoit B. Mandelbrot stated, “Clouds are not spheres, 

mountains are not cones, coastlines are not circles, and bark is not smooth, nor does 

lightning travel in a straight line” [ 1 ]. To prevent manually building complex objects 

such as a mountain range, some sort of formula that would generate this object out of a 

composition of simpler geometric objects, sometimes called “primitives,” is needed. 

Fractal Geometry provides us with formulas that can use primitives to construct realistic

items in nature.

To study of the shape of our world, we often use Calculus and Euclidean 

Geometry. Through the study of Calculus and Euclidean Geometry, “Mankind seems to 

be obsessed with straight lines,” claims Barnsley [3], In Calculus, we learn that all 

curved lines, when taken in small intervals, are just straight lines. In Geometry, we 

represent natural objects, which are hardly straight, in terms of lines, triangles and 

squares. Even a circle, when we are close enough, can be described as chained segments 

of straight lines.
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In using math to explain the world around us, we seem to assume that there is a 

finite level of detail to its Geometry. When viewing many objects in this world either by 

the naked eye, magnified, or from far away, we realize that our world is infinitely 

complex. We may see the earth from far away in a spaceship, then closer to a mountain 

range, and then see a tree, and then we may view even closer the complex detail of bark, 

etc. But in mankind’s finite understanding of our complex world, we have come up with 

simple methods for modeling it with Euclidean Geometry. To simulate natural objects, 

more than just Euclidean Geometry is needed. Fractal Geometry introduces the idea of 

an infinite level of detail in our Geometry, which more realistically simulates our world 

and the many complex objects in it.
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Chapter 2 Classic Fractals

2.1 The Koch Curve

Helge Von Koch was one of the founding fathers of the study of Fractal 

Geometry. In 1904 he introduced what is now called the Koch Curve [5], The Koch 

Curve is a method of geometric transformation that is Fractal in nature and lays some 

very important groundwork for IFS transformations.

Initiator:

Generator:

Initial Condition

Most Fractal generation algorithms are 

very simple, yet produce intricately detailed 

images. The algorithm that defines the Koch 

Curve is self-similar by nature. The initiator is 

a straight line of length /. Initially, the Koch 

Curve is just a straight line. In the first 

iteration, all items that look like the Initiator, a 

straight line, are replaced by the Generator. In 

following iterations, all lines, smaller versions 

of the Initiator are replaced by small versions 

of the Generator. This iterative process results

in a surface that looks much like a snowflake.

Iteration3

uj Ca_
Iteration4

!ion5
AdA

Vl vi

Figure 4:
The Koch Snowflake algorithm up to 5 
iterations.

A A /

A

A

w*u

A
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In Figure 4, the process of the Koch Curve algorithm is shown up to iteration 5. 

This process generates a very detailed picture of what looks like a portion or side of a

snowflake.

The Koch Curve is a perfect example of exact self-similarity. At any level of 

magnification of the snowflake, we would see an exact representation of the original. 

While real world snowflakes may not be perfectly self-similar, the Koch Curve shows 

that mathematics can approximate an image strikingly close to images of our world.

2.2 The Sierpinski Gasket

The Sierpinski Gasket was discovered 

by Waclaw Sierpinski before Mandelbrot

labeled it as a Fractal structure. Waclaw

Sierpinski was bom on March 14, 1882, in

Warsaw, Poland. He was an excellent 

mathematician and his feats include receiving a
Figure 5: The Sierpinski Gasket created in 
Macromedia Fireworks through 4 iterations 
of removing triangles.

gold medal for mathematics from the University of Warsaw, lecturing at the Universities 

of Lvov, Moscow, and Warsaw [6],
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Sierpinski’s work included set theory, 

set topology, and number theory. Sierpinski 

invented the Fractal known today as The 

Sierpinski Gasket. The Sierpinski Gasket is 

exactly self-similar. A simple way to think of 

generating the Sierpinski Gasket is through 

adding and removing triangles.

In the first iteration, we start with a solid

triangle, as shown in Figure 6. In the second 

iteration, a triangle % of the size of the original 

triangle is removed from the original. In each 

iteration, a triangle % of the size of each black 

triangle is removed from it. The result is an 

infinitely deep Fractal mesh of triangles. If we 

were to magnify at any level The Sierpinski

Figure 6: Successive Iterations of the 
Sierpinski Gasket created by Macromedia 
Fireworks.

Gasket, it would look the original.

Another way to look at the Sierpinski Gasket involves a process similar to the 

Koch Curve. The single solid black triangle becomes the initiator. The triangle with one 

triangle removed, such as in the second iteration in Figure 6, becomes the generator. In 

each iteration, the generator replaces each sub-triangle that looks like the initiator. In this 

fashion, each iterative process is repeated to generate the Sierpinski Gasket. An image of 

the Sierpinski Gasket generated to 8 iterations is shown in Figure 7, below.
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Figure 7: The Sierpinski Gasket created in Macromedia Fireworks through 8 iterations of 
removing triangles.



2.3 The Mandelbrot Set

One of the best-known Fractals is The

Mandelbrot Set, which was discovered by

Benoit. B. Mandelbrot in 1980, while working

for I.B.M. Mandelbrot created Fractal images

on computers at just as Fractals are

created using modem computers. Mandelbrot

was experimenting with theories of Gaston
Figure 8: The Prisoner Set of the Mandelbrot 
Set.Julia, a French mathematician when he

discovered The Mandelbrot Set.

The Mandelbrot Set in its simplicity is a stunning picture of infinite detail, as 

seen in Figure 8. But behind the simple formula for viewing this image, the Mandelbrot 

Set “is considered to be the most complex object mathematics has ever ‘seen’” [3]. If we 

have a computer capable of calculating infinite decimal places, we could view infinite 

complexity into the depths of the Mandelbrot Set. The Mandelbrot Set exhibits close to 

self-similarity at infinite levels and also infinite levels of changing patterns.

The Mandelbrot Set is an image that is familiar to the eye and yet is abstract as 

well. Of the infinite patterns in the Mandelbrot Set, we can see the dendritic nature that 

is so familiar in trees, lightning, and rivers. Also, the Mandelbrot Set is characteristic of 

many of Earth’s coastlines and islands. Also, there are infinitely many odd, seemingly 

un-Earthly elements, perhaps characteristic of parts of our universe we have not yet seen. 

At its core, the Mandelbrot Set is an intricate image that awes all who view it and allows 

an infinite level of exploration.
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Chapter 3 Methods of Classic Fractal Generation

Until now, Fractal Geometry has been explained as images that can be created by 

following a sequence of instructions or by using an algorithm. The simple step-by-step 

instructions required to generate intricate looking Fractal images seem to be built for the 

nature of how computers execute instructions. This chapter explains a method used to 

generate Fractal images prior to the mainstream use of computers as well as a few classic 

methods that are used today to generate Fractal images.

3.1 The Multiple Reduction Copy Machine

The Multiple Reduction Copy Machine (MRCM) generated Fractals before the 

widespread use of modem computers. The MRCM is simply a fancy photocopier that 

takes an image as input, distorts it in some way, and feeds that distorted copy back in as 

input through its feedback loop. In the feedback loop, the original image that was used as 

input is translated, rotated, skewed, and scaled according to the user’s preference. This 

new image is then used as new input to the feedback loop. Using just one lens with this 

technology, a machine called a Single Reduction Copy Machine (SRCM) is used. The 

SRCM functions similarly to the MRCM except that it applies only one transformation to 

the image in the feedback loop. With a SRCM, we cannot create as stunning Fractals as 

with multiple lenses because Fractals by nature have multiple self-similarities. By using 

multiple lenses, the MRCM can achieve complex and realistic images of natural objects.

In the age of computers, the MRCM has become outdated and is cumbersome and 

slow. In its place is the powerful Iterative Function Systems (IFS). Now, rather than 

using an MRCM and manually building a Fractal image, we create Fractal objects with a 

computer and mathematical operations. All Fractal images shown in sections 3.2 and 3.3
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of this thesis were encoded using IFS codes, implemented through The Chaos Game, as

described in the next section.

3.2 IFS using The Chaos Game

Iterative Function System (IFS) Codes are in essence a sequence. Take into

consideration the formula:

k+i K+,]=k z,] A C ~E~+
B D F

L-rJ
Transformation Translation

A denotes the amount of xn contributing to the new behavior and direction of XB+1. 

B denotes the amount of yn contributing to the new behavior and direction of xn+1. 
C denotes the amount of xn contributing to the new behavior and direction of yn+1 
D denotes the amount of yn contributing to the new behavior and direction of _yn+|. 
E denotes the scalar offset of x on the x-axis.
/■denotes the scalar offset ofy on the j-axis.

This formula defines a transformation from old points xn and yn to new points xn+1

andy„+1.

An IFS is just a sequence, yet it creates mathematically intricate and self-similar 

images. The difference between an IFS and a mere sequence lies in chaos. An IFS 

describes the math that is used in creating a Fractal image. Any IFS can be implemented 

through The Chaos Game. The Chaos Game defines a sequence choice that is not 

predictable. In implementation, The Chaos Game is modeled using random values in 

conjunction with a sequence. At any given iteration, a possible transformation (IFS code) 

is chosen randomly, at a certain probability. Fractal images such as the ones created by 

The Chaos Game are known for the common phrase “in chaos there is order.” The Chaos

CORETTE LIBRARY 
CARROLL COLLEGE

13



Game using IFSs achieve life-like images through chaos and in our case we model chaos

with randomness.

Using random functions, probability, and a sequence transformation, images like 

Barnsley’s fern can be rendered using a computer. An IFS works like the MRCM: it 

takes in an image, translates, skews, scales, and rotates it. But it does this according to 

the mathematical sequence that we have defined. The Chaos Game differs from strict 

IFSs and the MRCM. Instead of using an image as input to create a Fractal, The Chaos 

Game uses the resulting xn andy„ points generated by a sequence and use those points as

input to the next sequence, chosen randomly. In this manner, the same image that would 

be generated through an MRCM or IFS is created by only points.

Fractals such as Barnsley’s fern and the Sierpinski Gasket can be programmed in 

The Chaos Game. In fact, any IFS Fractal image can be generated using The Chaos 

Game. The Chaos Game uses an IFS code and probabilistic methods to “randomly” 

scatter points or dots. If the rules of the IFS codes are followed (the mathematical 

translation, rotation, scale, or skew), after many iterations, the Fractal image itself will

come into view.

Barnsley’s Fern is constructed with four transformations and four probabilities 

using The Chaos Game. Table A contains the transformation data for Barnsley’s fern.

For instance, about 74% of the time the transformation used will be the one in the last

column. This column transformation can be written as:

w(^+i) = 0-85jc„+0.04^„+0 
Ma+i) = -0.04x„ +0.85y„ +1.6

Xn y„ ] 0.85 0.04
+

' 0 '
- 0.04 0.85 1.6

w(x„+1)=0.85x„ +0.04y„ 
w(j„+1) = -0.04x„ + 0.85y„ +1.6
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To simplify, on average 74% of the time spent generating Barnsley’s fern will 

result in the new x-coordinate changing by taking 85% of its old x-coordinate magnitude 

and adding 4% of the old y-coordinate’s magnitude to it. The new y-coordinate 

magnitude will result from starting with -4% of the old x-coordinate’s magnitude, adding 

85% of the oldy-coordinate’s magnitude and adding 1.6 to that.

A 0 0.2 -0.15 0.85
B 0 -0.26 0.28 0.04
C 0 0.57 0.26 -0.04
D 0.16 0.23 0.24 0.85
E 0 0 0 0
F 0 1.6 0.44 1.6

Probability 0.0166 0.1194 0.1244 0.7397

Table A: IFS code for The Chaos Game that generates Barnsley’s Fern.

Using The Chaos Game requires much iteration to achieve an image that looks

like a Fractal. To watch a transformation “rise from chaos” from seemingly random 

points on a grid to a self-similar Fractal image such as a fern is amazing. Barnsley’s fern 

is produced in Figure 9, shown ranging from five to one million iterations.

V

100 iterations 500 iterations

Av
A S'-

qS.-*.

5 iterations 2,000 iterations 1,000,000
iterations

Figure 9: My first implementation of The Chaos Game: Successive iterations of a modified 
Barnsley’s Fern.
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In Figure 10, a higher resolution image can be viewed for Barnsley’s Fern. Here,

The Chaos Game is generated out to 10,000 iterations.

Figure 10: Barnsley’s Fern created using The Chaos Game with 4 transformations and 
10,000 iterations.

One mathematical concern when generating Fractal images through The Chaos 

Game is whether or not a newly generated point will be within a certain viewable area.

As with many mathematical functions, a small input value can lead to an extremely large, 

possibly infinite output value. With IFS codes, we would like to ensure that all new 

points generated do not tend to - oo oroo but stay within a controllable region. With this 

concern comes the definition of a prisoner set.

A prisoner set defines a group of points that are generated with a transformation 

and are displayed as part of the Fractal image. All other points that are generated, yet do
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not exist in the prisoner set, are not displayed. For example, if many points generated for 

a certain Fractal image fell outside of the desired image region they should not be 

displayed. If they were displayed, the resulting image may look like a random spattering 

of image points. It turns out that we do not need to be concerned with prisoner sets when 

we use and IFS. All IFS sequences consist of affine transformations, which always have 

the property that (The Science of Fractal Images, 228):

||w(x)-w(yj < j||x-y||

This means that the distance between new points will always be at most the 

distance between the old points multiplied by some constant value, 5. Thus, no IFS 

sequences will diverge to - co oroo . The concept of a prisoner set will be mentioned 

again the generation of the Mandelbrot Set is discussed.

3.3 The Sierpinski Gasket

We know that a fern can be generated using IFS’s or The Chaos Game, but how is 

the Sierpinski Gasket related to Fractal images like vegetation? So far, we have only 

discussed creating an image of the Sierpinski Gasket through a triangle-removing, done 

with photo editing software.

Fractal Geometry shows that many natural objects have patterns that repeat within 

themselves, such as with Barnsley’s Fern or Koch’s snowflake curve. Similarly, the 

Sierpinski Gasket is a Fractal structure that has a repetitive nature within itself. Using 

this fact, we can generate the Sierpinski Gasket using The Chaos Game.

17



i

In order to decide how to

program The Chaos Game, we must first

know in which way the Sierpinski

Gasket is generated in determining how

many transformations at what

L probability should be used. To do this,

> we must find the IFS code for the

X1 Sierpinski Gasket. In order to get a

Figure 11: The Sierpinski Gasket transformation.
better idea of how the Sierpinski Gasket

is generated, refer to Figure 11. If we look at the first iteration of the Sierpinski Gasket in 

Figure 11, rather than removing triangles, we can view the generation of the Sierpinski 

Gasket as adding three triangles that are scaled and translated.

The small triangles have ’/of the area of the larger triangle. Their side lengths are 

*/2 of the side length of the larger triangle. In addition, this ‘/sized triangle is added three 

times in three separate locations. Therefore, we know that all three transformations of 

triangles must include that each be / the size of the whole. Triangle B’s lower left 

comer is placed on the (0,0) point of the axes. In other words, triangle B does not move 

anywhere, left, right, up or down. Triangle C’s lower left comer is placed by its own 

length to the right, which is */2 unit in the direction of the positive x-axis. Last, the upper 

triangle, A, only needs to move !4 units in the positive x direction and 0.433 units in the 

positive y direction. Note: Height2 + (»/2 - Z)2 = */2 2 by Pythagorean’s Theorem, 

therefore Height = 75/ « 0.433 . Using this knowledge, we create the following IFS code:
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0.5 0 X 0.25y]= +
0 0.5 0.433-1

ro.5 o i X 'o'y]= +
. ° °-5jw 0

ro.5 oi ro.5'
+0 0.5JA 0

Each T represents the individual transformation for that triangle. Now that the 

IFS code is complete, The Chaos Game needs probabilities. When the first value for the 

Sierpinski Gasket is generated, in the first iteration, it is transformed usings, TB oxTc 

according to some probability. Because this Fractal is exactly symmetrical the 

probabilities must be equal. The matrix for The Chaos Game is shown in Table B.

A 0.5 0.5 0.5
B 0 0 0
C 0 0 0
D 0.5 0.5 0.5
E 0 0.5 0.25
F 0 0 0.433

Probability 0.333 0.333 0.333
Table B: IFS code for The Chaos Game that generates The Sierpinski Gasket.

Using this table, The Chaos Game is played, up to 100,000 iterations as shown in

Figure 12.

<4A A A.
A

AA /.A, ,/,-A

N = 100 N = 2000 N = 100,000
Figure 12: Successive iterations of The Chaos Game for the Sierpinski Gasket, using 
3 transformations of equal probability.
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3.4 Variations of the Sierpinski Gasket

Just as it was easy to create a perfectly symmetrical Sierpinski Gasket using The 

Chaos Game, we can modify the parameters to see the effect that the transformations 

have on the final image.

Figure 13: A variation of the Sierpinski Gasket, using 3 transformations, all with equal 
probability and modified coefficients.

Figure 13 shows a distorted Sierpinski Gasket, generated using The Chaos Game. 

This image was created by changing the coefficients in the 3rd transformation only of the 

original Sierpinski Gasket to

'0.75 0 ' X
+

'0.5'
0 0.5 y. 0 _

The transformations for TA and TB remain the same as in the original Sierpinski 

Gasket transformation. Tc is the 3rd transformation, which originally was

'0.5 °1
+

’0.5"
0 0.5 w 0
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By changing the x-coefficient of the first row to 0.75 units, we see that one-third 

of the time the transformation causes the new x-coordinate to become 75% of its previous 

value added to 0.5 units, causing a sort of windblown effect to the right of the Sierpinski 

Gasket. This affects only the 3rd transformation, and as shown in Figure 14, the left side 

of the Sierpinski Gasket is linear, while the right side curves out.

Along with changing the values of the coefficient matrix to achieve variations of 

the Sierpinski Gasket and other Fractal IFS’s, the probability vector can be changed. 

Changing the probability vector contributes to a “fading” effect on the final image. For 

instance, if we were to change probability of the 1st transformation, TA to say 10%, and 

keep Tb and Tc equal, we would end up with the following IFS:

A 0.5 0.5 0.5
B 0 0 0
C 0 0 0
D 0.5 0.5 0.5
E 0 0.5 0.25
F 0 0 0.433

Probability 0.45 0.45 0.10
Table C: IFS code for The Chaos Game that generates a distorted Sierpinski Gasket.

21



This probability change causes The 

Chaos Game to pick transformations TB and

Tc with a 45% chance and TA with a 10%

chance. This change causes an effect that 

fades from the lesser probability areas to the 

greater probability areas as shown in Figure 

14. Figure 14 shows a Sierpinski Gasket 

with a 10% probability of using the 

transformation for triangle A and run for

Figure 14: A variation of the Sierpinski 
Gasket ran for 10,000 iterations, using modified 
probabilities of 10%, 45% and 45% for TA, TB 
and T(, respectively.

10,000 iterations. As The Chaos Game is ran for many iterations, modifications to

probabilities only affect the image if the number of iterations is low.

The images in Figure 15 display a few of the many interesting images that can be

achieved by modifying only the coefficients of the IFS transformations of the Sierpinski 

Gasket:
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Figure 15: Fractal Images created using The Chaos Game and modifications of the Sierpinski 
Gasket IFS’s.
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Just as Barnsley’s Fern consisted of four transformations and the Sierpinski 

Gasket consisted of three transformations, Fractals generated with IFS codes are not 

limited to a specific number of transformations or probabilities. The Sierpinski Carpet, 

shown below in Figure 17, is made with eight transformations. To keep perfect 

symmetry, all eight transformations have an equal probability. In Figure 16, the IFS 

transformations are shown.
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IFS code for the eight transformations of The Sierpinski Carpet.
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17: The Sierpinski Carpet generated by The Chaos Game with 8 transformations all 
al probability.

3.5 The Mandelbrot Set

The Mandelbrot Set is generated by a sequence of points described by the

following equations, where i represents the imaginary number, V-1

Zn+X=Zn +C

c = a + bi

However, unlike IFS’s, the sequence that create the images in the Mandelbrot Set 

are not affine. Because these are not affine transformations, the displayed points must 

stay in the prisoner set: The Mandelbrot Set. To render The Mandelbrot Set on a 

computer, any sequence value that fails to stay within the prisoner set must be 

recognized. All of those values escape the prisoner set and diverge to infinity at some 

rate. The sequence values that escape to infinity do so at some rate. Often, computer
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generations of The Mandelbrot Set assign sequence values that diverge at different rates

with a different color.

The algorithm used to generate the Mandelbrot Set starts with the initial

conditions:

z0 = 0 + Oz = 0 
c0 = a + bi
-2<b <2 ) b represents a value on the imaginary axis 
-1 < a < 2 > a represents a value on the real axis

* Imaginary Z
2i

-2i

Figure 18: The Prisoner Set of the Mandelbrot Set with the bounding box.

A starting value for a and b are chosen, typically at the lower left or upper right

comer of the bounding box. Using the lower left comer of the bounding box, values of 

a ~-l and b = -2 are chosen. The first iteration is defined as the transformation:

z\ =^o2+c0 
a = -1 b = -2 
—= —1 —2z

26



Further iterations follow the same algorithm where:

Zn+l = Zn C0

All points that lie more than 2 units outside of the Mandelbrot Set are said to 

diverge. This can be tested with the following:

V Z real + Z imaginary > 2

The left-hand-side of this inequality is known in geometry as the distance from a 

point to the origin. In this case the point is located on the y-axis at zimaginary and on the

x-axis at zreal. If this distance is greater than two, this point will diverge to infinity.

To color the Mandelbrot Set using the rate of divergence, notice that the iteration 

in which the distance test proves divergence at that point. By setting different intervals of 

iterations, a generator can determine how quickly a sequence of quadratic transformations 

diverges from the prisoner set. For example, if the distance test proves a transformation 

is diverging in the 32nd iteration, the program will color these points differently for 

diverging quickly. If a point diverges in the 128th iteration, this point diverges more 

slowly and can be colored accordingly.

If the transformation does not diverge by some target iteration, Max, this 

transformation point becomes a member of the prisoner set of the Mandelbrot Set and is 

colored black. The higher the value is set for Max, the more accurate the computer- 

rendered image of the Mandelbrot Set will be. An example of a random choice coloring 

scheme can be seen in Figure 19, below:

27



Figure 19: Two views of a portion of the Mandelbrot Set, using a randomly generated color 
scheme.
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All values of a and b are cycled through by a pixel stepping size, dependent on 

computer resolution until the opposite bounds of the bounding box are reached.

The Mandelbrot Set is a mathematical marvel, and while at times it displays 

stunning realism in its natural-looking objects, it also displays characteristics of images 

unlike any we have ever seen in this world.
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Chapter 4 Fractal Landscapes and Skylines

The focus of this thesis is to use the concept of Fractal Geometry and methods of 

generation and apply it to the creation of realistic landscapes for use in video games, 

movies, art, and simulations. Concepts such as Brownian motion, the Random Midpoint 

Displacement, and the Diamond-Square Method are thoroughly discussed. In addition, 

this chapter explains the history behind the discovery of some of these methods used for 

generating realistic mountain skylines and landscapes.

4.1 Brownian Motion

The original discovery of Brownian motion was made while examining erratic 

movements of small particles of solid matter suspended in a liquid. In 1828, botanist 

Robert Brown realized that very light collisions of a zinc ion with the surrounding 

molecules produced an image similar to Figure 20 [2].

In an electrochemical experiment, zinc ions 

randomly wandered around in a solution until they 

were caught by an attractive pull of a carbon

cathode.

Brown’s discovery was that the motion of

these zinc ions looked like dendrites, as shown in

Figure 20. The understanding of a dendrite is that of 

a mineral crystallizing in another mineral in the form of a branching or treelike mark.. 

Dendrites are important to Fractal Geometry because their branching behavior is seen in 

many objects such as trees, rivers, lightning and landscapes. This important discovery 

led to in-depth research on the nature of how these zinc ions moved and how their motion

Figure 20: Motion of zinc ions in 
solution, characterized by a “random 
walk”.
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could be simulated. With this research, a simple method for the computer simulation of 

such Brownian motion can be derived, helping to simulate the results of the 

electrochemical experiment.

When simulating Brownian motion on a computer, a program would start by 

fixing a particle to the origin of a two-dimensional coordinate system. This program 

would then choose some radius outside this particle and attach a new free particle at a 

desired point on the boundary. This particle moves about randomly until it either goes 

outside of a boundary or attaches to the original sticky particle. This process is repeated 

and results in a similar pattern to the dendrites in the electrochemical experiment. This 

process models Brownian motion and is often called random Brownian motion.

In simulation of Brownian motion, the characteristics of its behavior must be

known, more specifically, what random distribution best models the random nature found 

in Brownian motion. Many studies have been performed collecting and analyzing data 

resulting from the displacement of particles found in the electrochemical experiment. 

Using data involving the count of the number of particles vs. the change in displacement 

of the particles, researchers found that a familiar bell-shaped graph was obtained, which 

turns out to be the graph for the well-known Gaussian or Normal distribution [2].

Figure 21: Dendritic behavior found in Neurons, Salt, Ice, and Quartz.
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Through random behavior we can model characteristics of dendrites in Brownian 

motion. Is Brownian motion only applicable to the recreation of the motion of zinc ions? 

Certainly not. Many real life formations display Brownian motion. In Figure 21, we see 

that dendritic behavior is also found in objects such as neurons, salt, ice and quartz. 

Brownian motion not only models images like those seen in Figure 21, but also many

world objects like mountain ranges, rivers, clouds, lightning and bodily organic 

structures. The photo in Figure 22 is that of an overhead look at the structure of a portion 

of the Himalaya Mountains, which exhibits a branching dendritic nature.

Brownian motion helps to characterize the random nature of the way natural 

objects such as mountain skylines and landscapes can be generated. Many simulations, 

games, movies, and art need realistic three-dimensional landscape generations. 

Interestingly enough, Brownian motion is the area of Fractal Geometry best suited to 

model the generation of landscapes because of their dendritic nature.

Figure 22: A top down photo of the Himalaya Mountains, showing striking dendritic behavior.
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By using the random behavior of the Gaussian distribution, we can simulate 

Brownian motion to achieve the stunning realism of the dendritic behavior of landscapes,

rivers, lightning and valleys.

4.2 Brownian Skylines

Many Fractal images were not the result of a clever mathematician’s immediate 

discovery of a formula, but were created by an individual applying Fractal Geometry 

concepts such as Brownian motion to an algorithm and then modifying values and 

structure until a decent image resulted.

Skyline and Terrain algorithms created with Brownian motion are ever-changing. 

To fulfill the needs of a realism-hungry world of computer programmers and modelers, 

Fractal Brownian motion algorithms are often modified and tweaked to create more 

realistic images or even unrealistic images for landscapes on imaginary planets.

To begin the construction of realistic Brownian skylines, a way must be found to 

replicate Brownian motion. One of “the most popular way[s] to produce Brownian 

motion is called Random Midpoint Displacement” [2]. Random Midpoint Displacement 

algorithms can be used to generate height fields for mountain landscapes and skylines 

and can be implemented in more than one dimension.

Random Midpoint Displacement defines a simple algorithm using its 

“randomness” to approximate the random nature that is found in the dendritic behavior of 

Brownian motion. Using the normal distribution paired with multiple midpoint 

displacements of a height field of landscape data, a fully random and realistic skyline can

be simulated.

The midpoint displacement process considers the following variables:
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t = distance along the line
i = current iteration
Xt = height of the skyline at point t along the line

5, = scaling factor at each iteration =

H = landscape roughness factor, usually = ; this exponent is called the Hurst exponent

Dl j = Gaussian random offset at iteration i, subdivision j
A line segment is constructed for the desired length of Xo to Xt. In this case, a

value of length t = 1 is chosen. Values for Xo and Xt can be initialized to a set height or 

their heights can be generated randomly. For this example, they will be initialized to a 

set height of zero, as shown graphically in Figure 23:

A„=0 
X = 0

x
A

Figure 23: A initial Brownian Skyline.

Next, at iteration z = 1, the midpoint of the line segment is found and the height

there is constructed as the average of the endpoints of that line segment. This point is 

then displaced by amount D} scaled by a scaling factor 5,. 5'j is initially defined as !4 , 

where H is sometimes called the Hurst exponent. The Hurst exponent, usually written H,
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is named “after Hurst, [a] hydrologist who did some early work, together with

Mandelbrot, on scaling properties of river fluctuations” [2], is found by retrieving a

random value from the Gaussian, or Normal distribution. A simulation of a random

Gaussian variable called the Box Muller Method is defined as:

Ux = a uniformly random number between 0 and 1
U2 = a uniformly random number between 0 and 1
A, = Cos[2rtJ2 X/-21oge C/,

X2 = Sin[2nU2 ]7-21oge CZ,

Shown above, X} and X2 are approximately Gaussian random variables [7].

Efficiency of computer code is of utmost importance; note that the Box Muller Method 

uses Sine, Cosine, Square roots, and Logs; all of which are expensive concerning 

compounded time of computer operations to generate. When concerned with efficiency, 

as in the real-time rendering of landscapes, a rough approximation of a Gaussian variable

can be defined as:

U, = a uniformly random number between 0 and 1 
U2 = a uniformly random number between 0 and 1 
U3 = a uniformly random number between 0 and 1 
Dt =UX +U2 +U3 -1.5

Using the first randomly generated number, , the height of the midpoint is 
computed as:

x, JX±Xl+DiSt
2

This step averages the endpoint values and adds a random displacement at its

midpoint. The result of the first iteration is shown below.
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Next, the new scaling factor is generated:

S2 = S, where most commonly H = ~

In the following iteration, z = 2, each subdivision of Xo, X} becomes an interval 

for midpoint displacement, as seen in the following equations and in Figure 25:

y _ (^Q + ^1/2) , T\ O 
^1/4 ~ ~ +1>2,1J2

_ (^J/2 +^l) p. r. 
A3/4 ~ o +'fJ2,2‘32

s3 = s2
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Iterated for large values of z, the height values for X become increasingly realistic

as shown in Figure 26.

Figure 26: Brownian Skylines with H = 0.7 and H - 0.5, both generated using Gaussian midpoint 
displacement. Lower values of //result in a rougher more mountainous skyline.
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Which skyline is a forgery?

Figure 27: The bottom skyline is a forgery. 
Using Fractal Geometry involving Brownian 
motion, we see that a realistic skyline is generated.

In Figure 27, all three landscapes exhibit characteristics of rocky and mountainous 

skylines. The first skyline is that of Mount Everest, which is rocky and steep terrain.

The second skyline is that of a mountain in Colorado, which also very steep rocky terrain. 

The third skyline is a Fractal forgery of steep and rocky terrain using a Hurst exponent of 

77=0.4. Brownian motion implemented through Random Midpoint Displacement 

generates approximate and realistic skylines.

4.3 Brownian Landscapes

While Random Midpoint Displacement algorithms may produce a realistic

skyline, the result does not yield an image that creates the stunning realism for virtual 

worlds, video games or art. A Fractal algorithm that can yield a more realistic image or 

structure for use in three-dimensional applications must be used.
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In order to achieve a realistic three-dimensional landscape, a Random Midpoint 

Displacement method that is modified to accommodate difficulties that can be

encountered when manipulating three-dimensional height values must be used. Also, the 

issue of implementation of this iterative or recursive methods is important. In the two- 

dimensional case seen above in realistic skylines, the computer program that generated 

the images used a recursive method. In other words, the computer algorithm that created 

the height values for the skyline used a function that was a function of itself, meaning the 

function called itself. In the three-dimensional case, it was easier to generate the height 

values by using an iterative function, which is a purely procedural function, explained in 

the computer implementation section in Chapter 5.

The three-dimensional implementation of the random midpoint algorithm follows 

much like the skyline. However, in three dimensions, the algorithm becomes more 

complicated. In search of an algorithm that uses Brownian motion concepts, the 

Diamond-Square method was created [4],

Consider the following variables for the Diamond-Square Random Midpoint 

Displacement algorithm:

i = durrent iteration number
x = distance along the x - axis
y = distance along the y - axis
s = size of the terrain grid = x by y
Zx y = height of the terrain at point x, y on the grid
St = scale of displacement at iteration z

= gaussian random offset at iteration z, and subdivision j

H - hurst exponent, usually set to H =
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To begin construction of a height field with the Diamond-Square, begin with a 

grid of size X xY = (2" +1) x (2" +1). The grid is then divisible by two every iteration 

because of using powers of two. By adding one to the power of two, a midpoint can be 

found at every iteration. By adding one, the grid is no longer divisible by two, but can be

rounded down to be divisible by two. Notice in Figure 28 how the resulting grid is of the 

dimension (2" + l)x (2" -t-l).

Instead of starting with two endpoints as with the skyline algorithm, start with 

four comer points. Similarly, those endpoints can be initialized to zero or generated 

randomly. The code in the implementation section in Chapter 5 randomly displaces the 

four comer points prior to using the generation algorithm. Since all height values are 

assumed to initially be zero prior to the use of the Diamond-Square algorithm, consider

the initialization:

= ^1^1,2 

= *^1^1,3 
= ^1^1,4

The pseudo-code for the algorithm of the Diamond-Square algorithms is:

SET subsquaresize = 5

WHILE subsquaresize > 1
DO Diamond Step
DO Square Step

, . subsquaresizesubsquaresize =------ -- -------

LOOP
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The algorithm proceeds by alternating between diamond and square steps. Each 

step is described below:

Square Step:
1. Given four points in a diamond shape.

2. Find the midpoint of the diamond.

3. Calculate this midpoint’s height value by averaging the heights of the four comers.

4. Displace the midpoint by a Gaussian random variable.

Diamond Step:
1. Given four points in a square shape.

2. Find the midpoint of the square.

3. Calculate this midpoint’s height value by averaging the heights of the four comers.

4. Displace the midpoint by a Gaussian random variable.

\___-A

i U).

Initialization
V

>
X/

—

Diamond Step Square Step

Square Step

Figure 28: The first two 
iterations of the Diamond- 
Square method of Gaussian 
Random Midpoint 
Displacement.

The Diamond Step involves taking the four neighboring points that form a 

“Square” around a specific point to be displaced. Using these four “Square” points, the
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algorithm finds their average height and displaces it by a random offset. By using 

“Square” points around a point to displace another point, it produces “Diamonds” with its 

new points generated.

The Square step is similar to the Diamond step. The Square step finds the four 

neighboring values that form a “Diamond” around a specific point to be displaced. Using 

these four “Diamond” points, the algorithm then finds their average height and displaces 

it by a random offset. By using “Diamond” points around a point to displace another 

point, it produces “Squares” with the new points generated.

In Figure 28, this process is shown for the first two iterations of the algorithm.

The nodes that have arrows directed toward them represent all of the new heights created 

with the Diamond or the Square step.

In the Figure 29, the Diamond-Square algorithm is shown up to eight iterations 

with a 257x257 unit grid. The first iteration is shown with a 3x3 unit grid, then a 5x5 

unit grid, then a 9x9 grid up until its final state at a 257x257 unit grid. With each 

iteration, the Diamond-Square algorithm proves to generate increasingly realistic looking 

Fractal landscapes. These landscapes look just as much like a realistic landscape when 

flipped upside-down. This is not necessarily characteristic of mountains and valleys. 

Mountains do not necessarily have the same variance and roughness as a valley might. 

However, these forgeries do provide an excellent simulation of what rough mountains 

would look like before weather effects such as rain, erosion and wind.
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Figure 29: Eight iterations of the Diamond-Square Random Midpoint Displacement algorithm, 
resulting in a Fractal landscape on a 257x257 unit grid, using Hurst exponent 77=0.7 and initial scale 
factor, So =100 units.



In Figure 29, we see that the Diamond-Square method creates a believable rough 

landscape. Factors contributing to the roughness of the overall landscape in this figure 

weigh heavily on the Hurst exponent, H and the initial scale factor So. The Hurst

exponent controls the amount of variation or roughness in the landscape. If the Hurst 

exponent is smaller, the resulting landscape heights will vary more. If the Hurst exponent 

is larger, the landscape will exhibit smoother, less varying heights. The initial scale 

factor is the multiple that scales each height. For instance, if the scale is large and H is 

small, the resulting landscape will be steep, smooth, rolling mountains. If the scale is 

small and H is large, the resulting landscape will be shallow and rough, such as a rocky

field.

4.3.1 The Fractal Nature of Landscapes

Contrary to the look of other Fractal generations, random Fractal landscapes do 

appear self-similar. As in Figure 30, notice that any sub-grid of the whole mountain grid 

does not look like the whole landscape. Although Fractal landscapes do not appear self

similar, they are created with a self-similar algorithm. Because Fractal landscapes 

involve heights that are randomly generated, a self-similarity is not seen.
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Figure 30: A flatter Fractal Mountain range, created with roughness constant H = 0.9 and 
initial scale factor =100 units on a 257x257 unit mesh.

If Fractal landscapes are self-similar by nature, an exactly self-similar landscape 

can be generated, as seen in Figure 31. This particular Fractal landscape sets aside its 

randomness in exchange for positive midpoint displacements. In order to generate this 

landscape, whenever a point normailly would be displaced by a random amount, instead

it is displaced by a positive constant amount scaled by V H each iteration. In this

manner, a purely self-similar landscape is achieved, called Mount Takagi [3] or in two 

dimensions, the Blancmange Function [7], Notice in the left portion of Figure 31, the 

repeating structure, reminiscent of a head of broccoli.
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Figure 31: Three views of Mount Takagi, a 
Fractal height map created by positive midpoint 
displacement, which is exactly self-similar.

Similarly, an exactly self-similar landscape can be created with negative midpoint

displacements. Rather than displacing each point by a positive or random amount, it is

displaced by a negative constant scaled by each iteration. The result is self-similar

and is exactly the reverse of Mount Takagi, Figure 32.
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Figure 32: Two views of a Fractal height map created by negative midpoint displacement, 
exactly self-similar.
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4.3.2 Fractal Islands

In addition to realistic landscapes, Fractal islands can be generated. Random 

Midpoint Displacement can be used to characterize Fractal islands because islands 

exhibit similar characteristics as landscapes. In my research, I found that the most 

realistic looking islands were created by a simple method. By choosing a certain water 

level or sea level, I set all values of the generated height map that are less than that level 

to the sea level itself. In doing this, images such as those created in Figures 33, 34, and 

35 were generated.

initial scale factor So =100 units, and a water level of-10 units on a 257x257 unit mesh.
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Figure 34: A Fractal forgery of an island range, created with roughness constant H — 0.7, an 
initial scale factor So =100 units, and a water level of-10 units on a 257x257 unit mesh.

Figure 35: A Fractal forgery of an island with a flat plains area, created with roughness constant 
H = 0.7, an initial scale factor So =100 units, and a water level of-10 units on a 257x257 unit 
mesh.
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4.3.3 Landscape Algorithm Problems and Errors

While the wire frame images generated by the Random Midpoint Displacement 

method generate realistic forgeries of Fractal Mountains, much is to be explored. I found 

in my research that these forgeries do not create the dendritic behavior that mountains 

have. A more realistic version of these landscapes would need an adaptation of the 

Random Midpoint Displacement algorithm. Many of these dendrite offshoots would 

seem to come from the movement of earth introduced from years of rain flow of water 

through river networks. Even with Mandelbrot’s personally generated landscapes, he 

noticed that “the most basic defect of Fractal landscapes [is] the fact that these landscapes 

do not include the river network" [3]. The rivers represent another kind of erosion in the 

same way as rain, temperature, wind, and time. If this algorithm could somehow model 

the effects of rain on terrain using gravitational pull and the slope of the mountain, a 

more realistic version of this Fractal forgery might be obtained

In addition to the dendrites of realistic water flows, generated landscapes should 

be appropriately colored. Landscapes should have realistic colors that perhaps represent 

earth, grass, water, rock and snow. Many approaches to this have been taken. In video 

games, computation time is of the essence, and many terrain generations use texture 

mapping to solve this problem. Texture mapping involves using a pre-defined image that 

holds the color data for the height values. A pre-defined image or texture is any image 

file, such as a top-down picture of a mountain range. This image is mapped onto the 

vertices of the polygons that described a landscape structure.

In addition to the Mandelbrot set, Benoit B. Mandelbrot has researched Fractal

landscapes intensely. In my research, I did not discover what method Mandelbrot used to
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create color values, but one could determine this scheme fairly well based on the images 

that he generated that it appears to be a height-based coloring system. With height-based 

coloring, a color at any point of the landscape is determined based on the height alone. 

By using the height ranges desired, the highest points could be white (snow), then 

decreasing beyond a certain range, the landscape could be grey (rocks), and in this 

fashion lead into brown (earth), green (grass), tan (sand), and blue (water). Variations of 

this method could possibly be used for different effects.

One noticeable problem with the Diamond-Square method of Random Midpoint 

Displacement is that of spires or spikes at the mountain peaks. Mountain peaks may be 

expected to be pointed, however, some of my generations of Fractal landscapes appear 

unrealistic in certain places and many times physics defying. This is a known “glitch” to 

the algorithm and I have discovery many implementations of the Random Midpoint 

Displacement that exhibit the same characteristics of spires or spikes. I have not 

researched a way to fix to this and my generations contain at times extruded mountain 

peaks.

Another weakness in the Random Midpoint Displacement algorithm is noticeable. 

This algorithm creates stunning forgeries of mountainous and valley-like terrain. 

However, through ages of storm, wind, and natural disaster, our own landscapes are not 

only mountainous or flat. Landscapes involve treacherous peaks and mountains 

surrounding smooth and rolling valleys very often. To incorporate this realism, 

Mandelbrot made some useful discoveries. Mandelbrot’s discoveries involved noticing 

that even valleys looked rough. Even though he knew that these generated valleys had 

less variance than the mountains and peaks, he noted “in order to assess motion, one
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needs a standard to be called rest. The same is true of roughness” [1]. In order to see 

these valleys as valleys and not mountains, more realistic landscape generation 

algorithms should contrast the generated valley Fractals with the mountain Fractals by 

combining them in the same generation. This becomes more difficult as each generation 

only uses one value of H in its entire generation of a landscape. The effects; of both large 

and small values of H and the scale, S must be paired in a single generation. Mandelbrot 

discovered a trick that helped in realistically modeling this phenomenon. In order to 

achieve this effect, a height level is chosen, below which is considered a valley bottom. 

Height values lower than this result in valleys and lakes. Height values higher than this 

result in mountains and cliffs. By raising the scale of the valleys to the third

power, S = this effect is achieved [1], My programming does not implement this

method.
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Chapter 5 Computer Implementation

Fractal Geometry can reproduce natural and unnatural self-similar mathematical 

constructs. All images that demonstrate the complexity of Fractals were individually 

programmed to gain further insight into their generation. Understanding the math alone 

does not allow us to view them in their complexity. Most modem images of Fractals 

were implemented in computer code. This chapter will explain how Fractals can be

programmed.

The focus of this thesis is on the generating realistic landscapes using Fractal 

Geometry. In Chapter 4, generations of Brownian Fractal Terrain were shown to exhibit 

many similarities to real landscapes. These examples were programmed with a C++ 

compiler using OpenGL graphics libraries to provide a deeper understanding of exactly 

how each algorithm works.

In the following sections, I show computer code that I wrote to generate both 

Brownian Skylines and Brownian Landscapes. Each section contains a walkthrough of 

the code to provide the reader with both a better understanding of generating Fractal 

landscapes and a tutorial of how to program them. The computer code is in Microsoft 

Visual C++ code using OpenGL (Open Source Graphics Libraries), but can easily be 

extended to other compilers, cross-platforms, and libraries. In both sections, only the 

code that pertains to the generation of the Fractals is included and does not compile as

stand-alone code.
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5.1 Brownian Skylines

The following code was implemented in a recursive function, meaning that a 

function calls itself to implement the needed algorithm. This code is the body that 

accomplishes storing the skyline heights according to the Random Midpoint 

Displacement algorithm. My implementation involves many other functions that have to 

do with initializing the window, initializing the height arrays, handling operating system 

messages, and rendering the skyline values to the screen. To clarify and focus on the 

Fractal generation itself, I have included only the algorithm implementation that 

generates the height values for a Brownian Skyline:

The function is declared as midPoint2D. The parameters used by 
the function are as follows:

void midPoint2D(float XO, float YO, float XI, float Yl,float 
scale, int iterations, float Hurst)
J

float XO Starting X value along the line. This variable is a floating 
point number.

float YO Starting Y value (height at XO). This variable is a floating 
point number.

float XI Ending X value along the line. This variable is a floating point 
number.

float Yl Ending Y value (height at Yl). This variable is a floating 
point number.

float scale Initial scale of the midpoint displacement. This variable is a 
floating point number.

int iterations Integer value of the current number of iterations. This value 
has to be passed in initialized to 0 for the 1st function call.

float Hurst The floating point value of the Hurst exponent desired. For 
rougher skylines, use a lower Hurst value. For smoother 
skylines, use a higher Hurst value.

int size The length of the skyline. Initialized to a value 2N .
skyline[size].x The array that holds the X values. This array is global and is 

initialized to be of size size.
skyline [size] .y The array that holds the X values. This array is global and is 

initialized to be of size size.

54



Initially iterations is passed in equal to zero. But, each time this function is 

called recursively, iterations is increased locally to each separate function call. When

lo s( size)the number of iterations exceeds— z ■/, the function returns to the function which last 
log(2)

called it. Because we only want to deal with integer values of X, the function uses this

test to find out how many times it can divide the size by two before it becomes fractional. 

In this implementation, size = some integer that can be defined as 2N . By solving for N 

in this case is the same as the test conducted by the following IF-statement:

if(iterations > log(size)/log(2)){ return; }

If the line segment can still be divided to displace the points, do the following:

else
1

Find the midpoint of the two passed-in X values:

| int newX = (XO + XI)/2;

Find the average of the heights and displace this average point by a scaled

Gaussian random number:

| float newY = (YO + Yl)+ scale*GaussianRand(); |

Set the X value at the middle point between XO and XI to the X value halfway

between the two.

| skyline[newX-l].x = newX; |

Set the Y value(height) at the middle point between XO and XI to the newly 

generated Random Midpoint Displacement.

| skyline[newX-l],y = newY; |
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This line of code assures that the height map does not become infinitely high and 

follows the characteristics of realistic skylines. Set the current scale equal to the old scale

multiplied by the scaling factor, ■ ■. ■■ .
yl2hurst

| scale *= double(1.0/(sqrt(double(pow(2,Hurst))))); |

Since one iteration of the Random Midpoint Displacement algorithm has been 

completed, increase the current number of iterations by one.

| ++iterations; |

This next line is the first recursive call to the function midPoint2D from within

itself. Basically, this line of code midpoint displaces the left half of every successive 

iteration of the height values for the skyline array.

| midPoint2D(XO,YO,newX,newY,scale,iterations); |

This next line is the second recursive call to the function midPoint2D from

within itself. Basically, this line of code midpoint displaces the right half of every 

successive iteration of the height values for the skyline array. The braces signify the end

of the function.

midPoint2D(newX,newY,XI,Y1,scale,iterations);
}

Lb
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5.2 Brownian Landscapes

The following code implements the core of the Diamond-Square algorithm for 

creating Brownian Landscapes. This code uses four functions to accomplish this 

purpose: DiamondSquare(), Square( ), Diamondf), and avgDiamond(). All functions 

are driven from a base call to the function DiamondSquare() and rely on the following 

parameters and functions:

int squareSize The integer value for the current length of the side of 
the square grid or square sub grids of the whole.

int dimension The integer value of the dimension in powers of two.
If a landscape is created with a 256x256 array, 
dimension is 256.

float Scale Just as in the skyline implementation, Scale keeps 
track of the floating point values of the constantly 
decreasing scale.

float initHeight The floating point value for the initial height of the 
landscape, which becomes scaled as Scale decreases.

float BMRand(randomRange) The Box Muller random method of generating
Gaussian random variables. randomRange is the 
floating point cutoff range between -randomRange 
and +randomRange for the Gaussian random 
variable. The random number returned is a floating 
point number.

float Hurst The floating point value for the Hurst exponent. For 
rougher landscapes, a lower value of Hurst is used.
For smoother landscapes, a higher value of Hurst is 
used.

Vertex vertices [i] An array of vertices for height values of the terrain. It 
is of type Vertex, which is a structure which holds an 
x, y and a z value, vertices is initialized to 
vertices[dimension*dimension] to hold all of the 
vertex height values.

int indice(x,y) This function returns an integer value of the index of 
the vertices array for the specified x,y pair desired.
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The first method discussed is the DiamondSquare() function. Prior to this

function call, values for dimension, initHeight, randomRange and Hurst need to be

initialized.

This portion of the DiamondSquare method initializes the first square size to be 

the same as the dimension. If the initial squareSize is equal to the dimension, the whole

grid is being used in the DiamondSquare function. The initial scale is set to the

initHeight.

void DiamondSquare()
{
int squareSize = dimension; 
float Scale = initHeight;

This next segment of code continues the initialization phase of the 

DiamondSquare function. All comer values of the array (or grid) are set to Gaussian 

random variables multiplied by the current scale. For the first iteration, Scale is just 

initHeight.

vertices[indice(0,0)].y = BMRand(randomRange)*Scale;

vertices[0,dimension-1)].y = BMRand(randomRange)*Scale;

vertices[indice(dimension-1,0) ] .y = BMRand(randomRange)*Scale;

vertices[indice(dimension-1,dimension-1)] .y =
BMRand(randomRange)*Scale;

The following code is the completion of the DiamondSquare() function. This 

function performs both the diamond and square steps of the Diamond-Square algorithm 

over sub-squares and diamonds that are half of the size of the original landscape grid for

1each iteration, scaling by hurst2
Unlike the skyline code that scales by 1

each
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1time, this code scales by .’ y 2 hurst Using this scaling factor contributes to more realistic

landscapes that aren’t as jagged and rough. Some versions of the Diamond-Square 

algorithm mention scaling twice, one following the Diamond step and one following the

1 1Square step by
a/2 hurst

each time. However, I have found that scaling once by > hurst

suffices and produces just as realistic-looking landscapes. The WHILE.. .LOOP exits 

when the squareSize is less than or equal to one. This means that the grid has been 

divided into smaller and smaller square grids until at last the grid size is no larger than 

one, then exits.

while (squareSize > 1)
{
Diamond(squareSize,Scale);
Square(squareSize,Scale); 
squareSize = squareSize/2;
Scale *= float(1.0/(float(pow(2,Hurst)))); 
}
1

The DiamondSquare() function performs as the base code for the entire 

algorithm and only a call to it is needed to perform the algorithm. However, the 

following code shows in detail how each of the Diamond and Square steps work.

The Diamond function takes each sub grid (squareSize) and the current scale in 

as parameters. Then, the following two FOR.. .LOOP iterates over every sub grid. For 

example, if the sub-grid was the same size as the dimension, iterate only once to find its 

midpoint displacement. If squareSize is half of dimension, as in the second iteration, 

then there are four sub-grids in which to find a midpoint displacement and so on.

void Diamond(int squareSize,float Scale){

for(int x = 0; x < dimension; x+=squareSize){ 
for(int z = 0; z < dimension; z+=squareSize){
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The following code takes the midpoint of each sub-grid and displaces it by a

random Gaussian variable, scaled by the current scale factor, Scale. This function takes 

the average of the four neighboring values that form a “square” around each midpoint and 

adds the displacement to get the new height for that midpoint.

vertices[indice(x+squareSize/2,z+squareSize/2)].y =

//four square corner points averaged:
(vertices[indice(x,z)].y+
vertices[indice(x+squareSize,z+squareSize)],y+ 
vertices[indice(x,z+squareSize)].y+ 
vertices[indice(x+squareSize,z)],y)*0. 25f+

//Random Midpoint Displacement 
Scale*BMRand(randomRange);
}

}
}

The Square step of the Diamond-Square algorithm is more complex and uses two 

functions to achieve its algorithmic goals, namely, Square() and avgDiamond( ).

This code segment functions in exactly the way the initial code to the Diamond( )

method does.

void Square(int squareSize,float Scale){

for(int x = 0; x <= dimension; x+=squareSize)
{
for(int z = 0; z <= dimension; z+=squareSize)
i

In the Square() function, four separate midpoint displacements have to be done 

because there are four points that form a “diamond” around each midpoint that we 

displaced in the Diamond() method. For each one of those, the average value of the 

heights that form a “diamond” around each separate one of those points is calculated, 

Gaussian Random Midpoint Displacement, scaled appropriately, is added.
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This code considers the case when a midpoint that was previously displaced in the

Diamond() method does not lie on the furthest z and x walls. If this is the case, then

only two points need to be randomly displaced. These points lay squareSize units

away from our midpoint. The first lays squareSize units in the x direction and the

second lays the same number of units in the z direction. Once these two points are found, 

they are displaced by the average of the points that form a “diamond” around them plus a

scaled Gaussian random variable.

if ( (x < dimension) && (z < dimension))
{

vertices[indice(x+squareSize/2,z)].y =

//four square corner points averaged: 
avgDiamond(x+squareSize/2,z,squareSize/2)+ 
//Random Midpoint Displacement
Scale*BMRand(randomRange);

vertices[indice(x,z+squareSize/2)].y =

//four square corner points averaged: 
avgDiamond(x,z+squareSize/2,squareSize/2)+ 
//Random Midpoint Displacement
Scale*BMRand(randomRange);

J

This code considers the case when the midpoint from the Diamond() method lies 

on the furthermost x wall but not all the way to the z wall. If this is the case, only one 

point needs to be displaced. The other point would lie outside of the array boundary; 

therefore we do not calculate it. In the same fashion as the code shown above, this point 

is displaced.

else if ((x==dimension) && (z < dimension))
{

vertices[indice(x,z+squareSize/2)].y =

//four square corner points averaged: 
avgDiamond(x,z+squareSize/2,squareSize/2)+
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//Random Midpoint Displacement 
Scale*BMRand(randomRange);

}

The last case to consider occurs when the midpoint from the Diamond( ) method 

lies on the furthermost z wall but not all the way to the x wall. If this is the case, then (as 

with the previous example), only one midpoint is needed. Another case could be that the 

midpoint from the Diamond() method lies in the furthermost comer of the height map 

array. If this is the case, no averages are calculated, because both points lie outside of the 

grid boundary.

else if ((z==dimension) && (x < dimension))
{

vertices[indice(x+squareSize/2,z)],y =

//four square corner points averaged: 
avgDiamond(x+squareSize/2,z,squareSize/2)+ 
//Random Midpoint Displacement
Scale*BMRand(randomRange);

}
}

}
}

Last, I will explain the code that finds the average height of the values around a 

certain point, given a distance around that point. The function avgDiamond( ) takes in as 

parameters int x, int z and int span, x and z tell avgDiamond() what point to find the 

“diamond” height averages around, span tells avgDiamond() how far these “diamond” 

points lie to the left, right, up and down from the point at x,z.

float avgDiamond(int x,int z,int span) 
{

The first case to consider occurs when a point lies on the left x wall or boundary 

of the array, vertices. If this is the case, then only three values are needed to find the
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average height, because one lies further to the left, beyond the defined array space. 

However, if one wanted to create landscapes that can be “tiled” to seamlessly connect to

each other to form a larger landscape, a fourth value must be used. To make this 

possible, the value from the opposite side of the array with respect to the x-axis would be

used.

//left x wall
//
//
//

* * *
X * *
k ★ ★

if (x == = 0)
{

return ( (float) (
vertices[indice(x,z+span)].y+ 
vertices[indice(x,z-span)].y+ 
vertices[indice((dimension)- 
span,z)].y)*.3333f);

}

The second case to consider occurs when a point lies on the right x wall or 

boundary of the array, vertices. If this is the case, then only three values are needed to 

find the average height, because one lies further to the right, beyond defined array space. 

To make seamlessly tile-able landscape grids, the value from the opposite side of the 

array with respect to the x axis would be used.

//right x wall 
/I * * *
// * * x
II * * *

else if (x == dimension)//right x wall
{

return ( (float) (
vertices[indice(x,z+span)].y+ 
vertices[indice(x,z-span)].y+ 
vertices[indice(0+span,z)].y)*.3333f);

}
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The third case to consider occurs when a point lies on the upper z wall or

boundary of the array, vertices. If this is the case, then only three values are needed to 

find the average height, because one lies higher, beyond defined array space. To make 

seamlessly tile-able landscape grids, the value from the opposite side of the array with 

respect to the z axis would be used.

//upper z wall 
// * x *
// * * *
II * * *

else if (z == 0)
{

return ((float) (
vertices[indice(x+span,z)]. y+ 
vertices[indice(x-span,z)]. y+ 
vertices [indice(x, (dimension)- 
span)].y)*.3333f);

}

The fourth case to consider occurs when a point lies on the lower z wall or

boundary of the array, vertices. If this is the case, then only three values are needed to 

find the average height, because one lies lower, beyond the defined array space. To make 

seamlessly tile-able landscape grids, the value from the opposite side of the array with 

respect to the z-axis would be used.

//lower z wall
// * * *
// * * *
// * X *
else if (z == dimension)
{

return ((float)(

vertices [indice(x+span,z)] .y+ 
vertices[indice(x-span,z)],y+ 
vertices[indice(x,0+span)].y)*.3333f);

}
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The last case to consider occurs when a point lies between boundaries of the

array, vertices. If this is the case, all four values are needed to find the average height. 

This is done in the code below and finalizes the walkthrough of the implementation of the 

Diamond-Square algorithm of Brownian Random Midpoint Displacement in C++ code.

//point is in the middle of the vertices
II * * *
// * X *
II * * *
else
{

return ( (float) (
vertices[indice(x+span,z)].y+ 
vertices[indice(x-span,z)],y+ 
vertices[indice(x,z+span)].y+ 
vertices[indice(x,z-span)].y)*.25f);

}
}

CORETTE LIBRARY 
CARROLL COLLEGE
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