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Abstract

This thesis has three parts: an analysis of mountain lion data provided by Montana 
Department of Fish, Wildlife and Parks, a study of the strength of correlations with small 
data sets, and preparation of a beginner’s user manual for the statistical package R. The 
analysis of the mountain lion data showed correlations in which the coefficient of 
determination was around 0.60 with a data set of size five. A simulation was written in R 
to determine the likelihood of seeing this strength of correlation, and it was found that a 
coefficient of at least 0.60 occurs in only 13% of cases. The open source statistical 
package, R, was used for all analysis. In the course of learning R, a manual was prepared 
to assist future students in learning this valuable software package.
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Chapter 1 Introduction

This thesis arose out of a desire to further explore the area of statistics in 

preparation for graduate work in the field. Since the statistical package R is used 

extensively in both academics and industry, we decided to use R for all data analysis 

involved in the thesis. The data for the project is mountain lion data gathered by the 

Montana Department of Fish, Wildlife and Parks.

Before analyzing the data, the program R needed to be learned. Learning how to 

use this program from the existing user’s manuals was challenging; most were written for 

experienced programmers who are using R for advanced statistical analyses. Therefore, 

using this program involved a lot of guessing and learning. From this struggle, we 

decided to write a beginner’s manual for future students here at Carroll College to use. 

This manual is written for a beginner with not much computer programming background.

The goal of the data analysis was to determine whether the number of mountain 

lion tracks observed from snowmobile routes could reliably be used to predict the size of 

the lion population. While in the process of this analysis, a question arose regarding the 

meaningfulness of the coefficient of determination for small data sets. We wrote code in 

R to randomly generate data sets and compute the coefficient of determination. This 

simulation was used to test the significance of the correlation tests on the mountain lion 

data. This simulation also provided exploration into strengths of correlation between

various size data sets.
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Chapter 2 Data Analysis

The Montana Department of Fish, Wildlife and Parks provided mountain lion data 

from 2000 through 2005. This data contains the averages from snowmobile surveys 

taken from 2000 to 2005. The surveys recorded variables such as: route run, date run, 

month, year, season, number of lion incidents, number of lion tracks, etc. The routes 

could be grouped into north and south, and the average of the surveys taken on the north 

route is provided in Table 1. From this data we want to determine whether there are any 

factors that can help in determining future incidence per mile. Using the given data, we 

want to perform a linear regression and determine the R2 value.

Table 1: Mountain Lion Data from North Route.

INCIDENCES TOTAL LIONS

YEARS

#of
Routes

Ran

# Miles of 
Routes 

Completed
# Adults & 
SubAdults

#
Lion
Days

#of
Incidences

Average # 
Incidences 
per Mile

Total 
# of all 
Lions

#
Lion
Days

#of
Lion

Tracks

Average # 
Tracks

Per Mile
00-01 74 1306.10 10 987 113 0.087 19 1541 149 0.114
01-02 76 1429.19 11 954 86 0.060 22 2047 108 0.076
02-03 45 739.16 13 1019 75 0.101 18 1549 98 0.133
03-04 34 600.27 9 904 31 0.052 24 2395 61 0.102
04-05 28 447.99 16 1449 49 0.109 21 1773 65 0.145

First we want to determine whether there is a correlation between Adults and Sub 

Adults and Incidences per Mile. The graph of this data is on the next page in Figure 1.
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Figure 1: Graph of Adults and Sub Adults vs. Incidences per Mile

The regression equation is:

y = 4.323x + 91.365.

The R2 value is 0.6902. This value tells us that 69.02% of the variability in the numbers 

of Adults and Sub Adults data can be accounted for with the Incidence per Mile 

regression equation.

Next we want to determine whether there is a correlation between Adults and Sub

Adults Lion Days and Incidence per Mile. Lion Days is the number of days that radio 

collared lions were in the study area during the hunting/study season which was between 

December and March. Figure 2 contains the graph.
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Figure 2: Graph of Adults and Sub Adults (Lion Days) vs. Incidence per Mile.

Adults and Sub Adults (Lion Days) vs. Incidence per Mile

The linear regression equation is:

j = 6507.9x +530.02.

This regression equation has an R2 value is 0.5563. This value tells us that 55.63% of the 

variability in the number of Adults and Sub Adults (Lion Days) can be accounted for by 

the Incidence per Mile regression equation.

A
From these two graphs, we notice that the R is above 0.5 in each instance, which 

means that more than 50% of the variability in the data can be accounted for with each of 

the regression equations. This observation leads us to question the R2 value. This 

substantial R2 value could be from only having five data points or it could mean that 

Incidences per Mile is a reasonable predictor for each of these variables.
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Chapter 3 Strength of Correlation

To better understand our results from above, we decided to investigate the 

likelihood of obtaining a reasonably high coefficient of determination when only five 

data points are involved. We chose 0.6 as the break point for “reasonably high”. To test 

how likely it is for an R value to be above 0.6, we wrote code to generate 1000 random 

sets of data and compute R . This code can be found in Appendix C. This code can be 

run entering various parameters for the variables, along with different numbers of data

sets.

The results we want to obtain by running this code is how likely an R2 value 

greater than 0.6 is when there are five data points. Table 2 contains the information input 

into the code along with the results. In the first trial, we generated random sets of data 

with parameters very similar to the actual data displayed in Figure 1. So we let one 

variable range between 9 and 16, while the other was uniformly distributed over the 

interval 0.05 to 0.11. The average R2 value for this scenario was 0.24, and the empirical 

probability of obtaining an R2 value greater than 0.6 was 0.127. In the other trials we 

varied the parameters to determine whether the correlation was sensitive to the ranges of 

the data values. We conclude that the correlation is independent of the ranges of the data 

values, and that obtaining a coefficient of determination greater than 0.6 with 5 randomly 

generated data points is fairly unlikely.



8

Table 2: R2 Results from Running Code.

Trial
(#)

x min x max y min y max Mean (R2) Standard
Deviation

Probability
>0.6

1 9 16 0.05 0.11 0.2418810 0.2510480 0.127
2 1 10 1 10 0.2532855 0.2512939 0.127
3 1 5 3 20 0.2366203 0.2473911 0.115
4 1 20 1 100 0.253135 0.2479576 0.123
5 1 100 1 50 0.2725035 0.2615854 0.148

Figure 3 shows a histogram of the 1000 R2 values from trial 5. This histogram 

visually shows that the probability of getting an R2 value of greater than 0.6 is small, and

we see that most of the values are quite close to zero. This then tells us that the results 

from the correlations above are significant even though there are only five data points.

Figure 3: Histogram of the 1000 R2 values.

Histogram of R2

R2
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In the trials we ran above we also calculated the probability of getting an R2 value 

greater than 0.7. The results are in Table 3.

Table 3: Probability of R2 greater than 0.7

Trail
(#)

Probability
(>0-7)

1 0.084
2 0.085
3 0.077
4 0.069
5 0.093

This table shows us that the probability of obtaining an R2 greater than 0.7 is highly 

unlikely. In the five trials that we ran above the probability is less than 10%.

These results tell us that the correlation from the mountain lion data is in fact significant.

We also ran sets of size 3 and 10 in the code to determine the likelihood of an R2 

value greater than 0.6. The information input into the code, along with the results, can be 

found in Table 4. In the first trial, we generated random sets of data with parameters very 

similar to the actual lion data displayed in Figure 1. So we let one variable range between 

9 and 16, while the other was uniformly distributed over the interval 0.05 to 0.11. The 

average R2 value for the sets of size three was 0.487, and the empirical probability of 

obtaining an R2 value greater than 0.6 was 0.415. We also found the average R2 value for 

the sets of size 10 was 0.111, and the empirical probability of obtaining an R2 value 

greater than 0.6 was 0.012. These values seem reasonable because with a smaller size set 

of data the coefficient of determination should be larger than with a larger size data set.
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Table 4: R2 results with data sets of 3 and 10

Size of 
Data
Set

x min x max y min y max Mean (R2) Standard
Deviation

Probability
>0.6

3 9 16 0.05 0.11 0.4609 0.3543467 0.394
3 1 10 1 10 ’ 0.5083625 0.347117 0.44
3 1 5 3 20 0.4989812 0.3547237 0.426
3 1 20 1 100 0.4781829 0.3453488 0.40
10 9 16 0.05 0.11 0.1050709 0.1343614 0.012
10 1 10 1 10 0.1155725 0.1373299 0.009
10 1 5 3 20 0.1121842 0.1391867 0.013
10 1 20 1 100 0.1124079 0.1368187 0.014
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Chapter 4 Conclusions

This thesis has three parts: an analysis of mountain lion data provided by Montana 

Department of Fish, Wildlife and Parks, a study of the strength of correlations with small 

data sets, and preparation of a beginner’s user manual for the statistical package R.

Data provided by Montana Department of Fish, Wildlife and Parks was analyzed 

to see if there was a correlation between certain variables. This data was input into R and 

the analysis was performed with results provided from R. The mountain lion data

showed correlations in which the coefficient of determination was around 0.60 with a

data set of size five. This coefficient of determination did not seem extremely significant 

because of the small data set. To see if this result was significant a simulation was 

written in R. This simulation generates random sets of data and computes the coefficient 

of determination, also known as the R value. This simulation then provides the 

percentage of R values that are greater than 0.60. After running the simulation a few 

times, we found that a coefficient of determination of 0.60 with a data set of size five

occurs in only 13% of cases. From these results we can see that our coefficient of 

determination from the mountain lion data is in fact significant.

In the course of learning R for the analysis of the mountain lion data, a user’s 

manual was prepared. This manual can be used to assist future students in learning this 

valuable software package. This manual is divided into a variety of topics and is written

for someone who has never used R before.



12

References

Montana Department of Fish, Wildlife and Parks, Excel data file, Track data North vs. 
South, August 29, 2005.

Montgomery, Douglas C. and George C. Runger. Applied Statistics and Probability for 
Engineers. 3rd ed. New York: John Wiley & Sons, Inc, 2003.

Paradis, Emmanuel. R for Beginner. 2002.

<http://cran.r-project.org/doc/contrib/Paradis-rdebuts_en.pdf>

http://cran.r-project.org/doc/contrib/Paradis-rdebuts_en.pdf


13

Appendix A User’s Manual for R

User’s Manual for R

Written for Students at Carroll College 

By

Sarah Hartenstein
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I. How to Get R

To download R, go to the website below:

http://cran.r-project.org/

Scroll down to What are R and Cran. Then click on the word mirror and select the 
closest area. From here, follow the online steps for downloading and installing the files.

II. Saving a File

To save a file in R, move the mouse to the upper left side of the screen to the word file. 
Then click on file, and go down to save history.

In the save history in box, select the folder you want to save the file to. Once the file is 
selected type in the file name and click save. This does not save any graphic images. 
The graphic images can be saved by right clicking on the graphic and choosing save as 
metafile or save as postscript.

http://cran.r-project.org/
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R
r«c '.%• Sjv

III. Opening a Saved File

To open a saved file in R click on file and then open script.

When the open script window is showing, find the folder you saved your work in under 
the look in box and click open.
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Select the file you saved and then hit the open button. This will open all the typed 
commands. To use these commands copy them into the R Console and they will be 
executed automatically.
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IV. Entering Data

In order to assign a variable to a number the assign operator is used. This operator is an 
arrow with a minus sign:

<-

For example to assign the variable x, to the number 15 you would input:

x<-15

If you want to assign a list of data to an object the assign operator is used followed by c 
and parenthesis with the list of data separated by commas:

To assign x and y to a list of data the input looks like: 
x<-c( data, data, data) 
y<-c( data, data, data)

To input the list (1,2,3) and (4,5,6)

x<-c(l,2,3)
y<-c(4,5,6)

To create a new assignment, z, which is the data from list x divided by the data in list y 
the following command can be used:

z<-x/y
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This will output:

[1] 0.25 0.40 0.50

To multiply the components from x and y, to produce a list s the command is: 

s<-x*y

To determine the length of a vector the length command can be used: 

length(vector)

For example to determine the number of elements in vector x the input would be: 

length(x)

The output is below:

[1]3

This output tells us that there are three elements in vector x.

If the vector has a component that needs to be isolated, the following command can be 
used:

vector[[i]]

This command will isolate the ith component of the vector.

For example if you would like to pull out the second number from vector x you would 
input:

x[[2]]

The result would display:

[1]2.

This result shows that 2 is the second number in the vector x.

V. Basic Statistics

To find the mean or average of a set the command used would be:

mean(name)
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To find the sample standard deviation of a set: 

sd(name)

To find the median of a set, the median command can be used:

median(name)

The largest and smallest values of a set can be found by using the command: 

range(name)

To graph a histogram of data the command used is: 

hist(vector)

For example if you have the following data stored in the vector d and wanted a histogram 
you can use the command below:

d<-c(2,3,4,2,3,4,3,5,6,3,8,10,23,33,4,45,20,7,5,4,8,30,43,54,50,3,6) 
hist(d)

The graph which is shown below will be output in the R Graphics: Device 2 (ACTIVE)

Histogram of d
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To control the number of bins displayed for a histogram the following command can be 
used:

hist(vector, nclass= # of bins desired)

To graph a histogram of vector d with only 3 bins the following command can be input in 
R:

hist(d, nclass=3)

The histogram that is displayed is below:

Histogram of d

d

VI. Graphing 

A. Scatterplot

Displaying a scatterplot of two lists of data, can be shown by:

x<-c(l,2,3)
y<-c(4,5,6)
plot(x,y)

The following graph will be shown in the R Graphics: Device 2 (ACTIVE)
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B. Additions to Scatterplot

Additions to the scatterplot can be displayed by adding commands inside the parenthesis 
with commas:

Plot(x,y, additions)

Axis Labels

To obtain labels on the x and y-axis of the graph the following command can be input: 

plot(x,y, xlab=“name”, ylab=“name”)

For example, to place the label age on the x-axis and the label length on the y-axis the 
following command can be used:

plot(x,y, xlab-‘Age”, ylab=“Length”)
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Title

A title can be displayed on the scatterplot using one of two ways:

1. plot(x,y, main = “name”,sub=“name”)
This command can be used to enter everything at once.

2. title(main= “name”, sub= “name”)
This command is used when the plot has already been created.

The main command implies the main title of the graph and is displayed at the top of the 
graphic. An additional title can be added to the graph using the sub command, which 
displays the title at the bottom of the graph.

To add a title to a graph which already has the axis labeled, the command can be added 
inside the parenthesis:

plot(x,y, xlab=“Age”, ylab=“Length”, main-‘Age vs. Length”, sub=“Fish”)
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VII. Linear Regression in R

To find the regression equation for y as a function of x the Im command can be used: 

lm(y~x)

The displayed output is as follows:

Call:
lm(formula = y ~ x)

Coefficients:
(Intercept) x

3 1

The regression equation can then be written as y - x+3. This regression can then be 
stored as an object.

The following command stores the regression in “name.”

name<-lm(y~x)
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For example to save the regression equation as fishl the command would be: 

fishl<-lm(y~x)

To get a summary of the regression equation you can input the command: 

summary(name)

The summary command provides the residuals along with the coefficients for the 
regression equation, the standard error, the t value, residual standard error, multiple and 
adjusted R2.

Therefore, to get a summary of the regression equation for the graph Length vs. Age: 

summary(fishl)

The output displayed is as follows:

Call:
lm(formula = y ~ x)

Residuals:
1 2 3

2.719e-16-5.439e-16 2.719e-16

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 3.000e+00 1.018e-15 2.948e+15 <2e-16 *** 
x 1.000e+00 4.710e-16 2.123e+15 3e-16 ***

Signif. codes: 0 '***' 0.001 '**' 0.01 0.05 0.1 " 1

Residual standard error: 6.66 le-16 on 1 degrees of freedom 
Multiple R-Squared: 1, Adjusted R-squared: 1 
F-statistic: 4.507e+30 on 1 and 1 DF, p-value: 2.999e-16

To plot the regression line on the scatter plot use: 

abline(name)

To insert the linear regression line (y = x+3) on the scatter plot of Length vs. Age: 

abline(fishl)
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VIII. Generating Random Sets of Data

To generate a set of numbers using a uniform distribution, the command runif can be 
used. This command will generate a set of numbers on the interval from a minimum to a 
maximum.

runif(number you want to generate, min, max)

For example, if you want to generate a set of 5 numbers on the interval (2, 20) the input 
would be:

runif(5, 2, 20)

If a minimum or maximum value are not specified R assumes the default values of 'O' 
and 'I' respectively.

To set the generated set as a vector, you can assign a variable to the set: 

x<-c(runif(number, min, max))

To generate a set of numbers using a normal distribution, rnorm can be used. In order to 
generate a set using this command the mean and standard deviation need to be input.
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morm(number, mean, standard deviation)

If a mean and standard deviation are not specified a mean of ‘0’ and standard deviation of 
‘ 1’ are assumed.

To generate a set of 5 numbers with a mean of 5 and a standard deviation of 2 the input 
would be:

morm(5, 5,2)

IX. Loops

Before beginning a loop designed to fill, the vector needs to be initialized. This allows 
the output from the loop to be stored in this vector. To initialize a vector you will need to 
input:

name<-c(l:n)

This will create a vector of size n and fill the vector with the integers 1 through n.

For example if you would like to initialize a vector called vec of size five, the following 
command would be used:

vec<-c(l:5)

This then will fill the vector with the integers 1 through 5.

To begin a loop the command for can be used. The input for a loop will look something 
like this.

for (i in 1 :n) {operation want to perform}

To write a loop which multiplies five pairs of randomly generated numbers and stores the 
output in a vector called xy looks like this:

xy<-c(l:5) 
for(i in 1:5){
x<-c(runif( 1 ,min= 1 ,max=20)) 
y<-c(runif(l,min=l, max=100)) 
xy[i]<-x*y}
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X. Logical Operations

The which command can be used to identify components of a vector satisfying some 
logical condition.

If the vector d was as follows, and you wanted to determine which numbers are greater 
than 10, the input would be:

d<-c(2,3,4,2,3,4,3,5,6,3,8,10,23,33,4,45,20,7,5,4,8,30,43,54,50,3,6)

which(d >10) 

The output is as follows:

[1] 13 14 16 17 22 23 24 25

This output can be used in two different ways. This output shows which place in the 
vector the number is greater than 10. Therefore, the 13tfi number in the vector, 23, is 

greater than 10. The second way this output can be used is to count how many are 
greater than 13 and in this example there are 8. To avoid manual counting the which 
command can be assigned to a variable and then the length of that variable can be found. 

For example, the following two commands would output 8 for the example above.

foo<-c(which(d> 10)) 
length(foo)
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Appendix B Code for Figures 1 and 2

Code for Figure 1: Graph of Adults and Sub Adults vs. Incidence per Mile

x<-c(10,11,13,9,16)
d<-c(l 13,86,75,31,49)
s<-c( 1306.1,1429.19,739.16,600.27,447.99)
d/s
y<-d/s
plot(x,y,main="Incidence per Mile vs. Adults and Sub Adults", xlab-'Adults and Sub 
Adults", ylab-'Incidence per Mile", col.main="blue",col.lab-'red", font.main=4, 
font.lab=3)
north 1 <-(lm(y~x))
summary(northl)
abline(northl)

Regression Output for Figure 1

Call:
lm(formula = x ~ y)

Residuals:
1 2 3 4 5

-2.22772 1.17913 -0.59357-0.04148 1.68365

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 4.323 3.000 1.441 0.2452
y 91.365 35.340 2.585 0.0814.

Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1'' 1

Residual standard error: 1.783 on 3 degrees of freedom
Multiple R-Squared: 0.6902, Adjusted R-squared: 0.5869
F-statistic: 6.684 on 1 and 3 DF, p-value: 0.0814



30

Code for Figure 2: Graph of Adults and Sub Adults (Lion Days) vs. Incidence per 
Mile

d<-c(l 13,86,75,31,49)
s<-c(1306.1,1429.19,739.16,600.27,447.99)
d/s
y<-d/s

x<-c(987,954,1019,904,1449)
north3<-lm(x~y)
summary (north3)
plot(y,x,main-'Adults and Sub Adults (Lion Days) vs. Incidence per Mile ", 
xlab-'Incidence per Mile", ylab-'Adults and Sub Adults (Lion Days)", 
col.main="blue",col.lab="red", font.main=3, font.lab=3)
abline(north3)

Regression Output for Figure 2

Call:
lm(formula = x ~ y)

Residuals:
1 2 3 4 5

-106.07 32.37-171.36 37.89 207.16

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 530.0 284.8 1.861 0.160
y 6507.9 3355.3 1.940 0.148

Residual standard error: 169.3 on 3 degrees of freedom 
Multiple R-Squared: 0.5563, Adjusted R-squared: 0.4085 
F-statistic: 3.762 on 1 and 3 DF, p-value: 0.1478
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Appendix C Coefficient of Determination Simulation

R2<-c(l:1000)
size=5
for(i in 1:1000) {
x<-c(runif(size,min=9,max= 16))
y<-c(runif(size,min=.05,max=.l 1))
x
y
meany<-c(mean(y))
meanx<-c(mean(x))
sumyx=sum(y*x)
sumysumx5=((sum(y))*(sum(x)))/size
sumx2=sum(xA2)
sumx25=(sum(x))A2/size
Betal=(sumyx-sumysumx5)/(sumx2-sumx25) 
SXY=sumyx-sumysumx5 
SSR=Betal*SXY 
S ST=sum((y-meany)A2)
R2[i]<-SSR/SST
}
R2


