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Abstract

Work was done towards a new crossover operator for the “Hierarchical-Enforced 

SubPopulations” (H-ESP) neuroevolution algorithm. The new operator takes advantage 

of the per-neuron fitness evaluations available in H-ESP Layer 1 to systematically replace 

the least-fit neurons in champion (Layer 2) networks. To implement this operator, two 

other changes were required: First, rather than evaluate each neuron only once per 

generation, each is used in two different networks and tested with a half-fidelity 

simulation. This gives a finer-grain indication of each neuron’s individual contribution to 

network fitness. Second, to maintain current evaluations of any Layer 2 neurons not 

dual-listed in Layer 1, all such nodes are reinjected back into LI.

By itself, the fine-grain neuron fitness measure provides a significant boost in 

performance: the algorithm optimizes faster, and completes successfully more often. 

Using LI reinjection provides a smaller but still noticeable improvement beyond this. 

Surprisingly, the node replacement operator itself does not provide a noticeable net 

benefit on top of these two (supposedly corollary) changes: the penalty incurred by 

evaluating additional networks appears to cancel any benefit granted by intelligent

crossover.

Although the improvements did not come from the direction expected, this work 

has successfully extended the H-ESP algorithm. Moreover, the extensions are not limited 

to neuroevolution: Any cooperative coevolution paradigm could benefit from the lessons

learned here.
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1 Background: Reverse-Engineering the Natural World

In the field of Computer Science, approaches to problem solving stereotypically 

involve the application of pure logic. When attempting to demystify the concept of 

computer programming to an outsider, computer scientists are often quick to describe a 

typical computer algorithm as an almost mechanical construct: it uses arrays of numbers 

instead of gears, strings of letters instead of fuel, and logical rules instead of a motor - 

but it is mechanical all the same, and understanding it requires thought processes similar 

to those used to understand a bicycle or a jet engine. Computer scientists do indeed 

commonly see problems from this logical-mechanical perspective; after all, the circuits 

underlying all computers clearly behave in this fashion, so the mechanical viewpoint

seems self-evident.

However, in the history of the field, many problems have arisen that are not easily 

solved under the pure logic paradigm. An easy example is the task of dynamically 

balancing a robot - that is, keeping it from falling over as it walks, without the need to 

stop and regain balance. To date, most robots must lift and then plant one foot at a time 

(achieving static balance) before lifting the next foot. This is because a pure-logic 

balancing algorithm must compute the forces being applied to all parts of the robot before 

it can act. Dynamic balance would require repeatedly running these calculations in real

time as the distribution of weight changes. Even for a modem processor, this is 

egregiously difficult. This inability is especially frustrating considering that a solution to 

the task clearly exists: humans and animals walk at a steady gait, and do it with minimal

concentration.
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Many similar problems exist: seemingly easy tasks that are routinely performed in 

nature, but are extremely complicated or costly for a purely logical algorithm.

Researchers have been aware of this pattern for almost as long as our field has existed: 

biology does not follow rules of pure mechanical logic, and therefore has different 

capabilities from a typical computer algorithm. This awareness has raised some obvious 

questions: How does nature go about solving these problems? Once we discover the 

biological approach, can we mimic it?

With these questions in mind, repeated attempts have been made to reverse- 

engineer the natural world. Many of these attempts have been successful, resulting in 

useful new algorithms that are quite different from canonical logic. Note that these 

algorithms often do not perfectly correspond to a realistic natural process: they are 

oftentimes based on invalid assumptions or gross oversimplifications. In the end, 

however, we simply do not care about the “realism” of any given model, as long as it 

works. Seen this way, the motivation to imitate nature is most useful simply because it 

forces us to think outside our logical-mechanical box.

1.1 Artificial Neural Networks

One of the first and most successful attempts to mimic biology was the imitation

of nerve and brain tissue. In 1957, Frank Rosenblatt at Cornell invented what he called 

the “Perceptron,” which came to be known as the first artificial neural network (ANN). 

The Perceptron was capable of recognizing patterns and classifying data into (somewhat) 

arbitrary categories; it was groundbreaking because it did not have to be constructed with 

particular patterns in mind, but could instead learn them over time via a training 

algorithm [11], In this paper, we do not use Perceptrons nor any form of training
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algorithm; however, we will describe both, for they are very instructive examples of how 

and why ANNs work.

To build a Perceptron, a simulated 

input node (artificial neuron) is created for 

each input parameter -e.g., if the input data 

is a 10x10 grayscale picture, then one input

node will be created for each of the 100

pixels. Next, one output node is created for 

each category of data - e.g., one for 

“portrait” and one for “landscape.” Finally, each node in the input layer is connected to 

each in the output layer, using a “synapse” for each connection. Each synapse has an 

associated weight, representing the strength of the connection. When first built, the 

weights are usually random.

To train the Perceptron, a series of data examples (e.g., pictures) is fed into the 

input layer. Each input node then “fires,” sending the value it contains (e.g., the pixel’s 

grayscale value) as a signal across each synapse. Each synapse multiplies its signal by its 

weight, amplifying or weakening it. The output nodes sum up all the signals they 

receive; whichever node gets the most is considered the Perceptron’s chosen 

classification category for that input. At first, with random weights, the classification 

will usually be wrong. In these cases, synapses that sent a strong signal to the incorrect 

node have their weights slightly reduced, and those that sent a weak signal to the correct 

node have their weights similarly increased. This feedback system is meant to mimic 

positive and negative reinforcement in real learning tasks. (Note that biological neural
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networks do not actually use reinforcement at the synapse level.) Over time, as many 

different input samples are trained, the Perceptron can learn the underlying pattern that is 

being presented, and will correctly classify input that it has not seen before [11].

It was eventually learned that Perceptrons have a key weakness: they can only 

learn linearly separable patterns. (If there were only two input parameters x and y, with 

input examples being plotted in the x-y plane, then the Perceptron could only learn the 

pattern if a straight line could separate the

different classifications of data. For higher

dimensions of input data, the problem is the 

same, just harder to visualize.) It was then

discovered that the addition of one or more

“hidden” layers of nodes could overcome 

this problem. Each hidden layer acts as a 

temporary output layer: it collects signals 

from the previous layers as input, then fires 

and sends new signals to the next layer. The training algorithm for a multilayer 

Perceptron uses the same logic as for a simple Perceptron, but recursively; it is 

commonly known as back-propagation or backprop. Backprop is distinctly non-biologic, 

but again: we don’t care, because it works [10].

With the addition of a hidden layer, ANNs are capable of many different things 

beyond pattern recognition, including dynamic control; all that is required is to associate 

each output with a desired action instead of a classification. The trained network adopts 

would could best be described as muscle-memory, similar to the nervous system it is

Figure 2: A multilayer Perceptron.
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modeled on. All necessary calculations about the environment are performed implicitly, 

creating an extremely compact decision-making system. Indeed, the most common 

benchmark problem for new ANN algorithms is a stripped-down version of the dynamic 

balancing problem mentioned earlier. It is known as an “inverted pendulum” or “pole

balancing” task, where rapid minute movements of the base of an unsupported pole are 

used to keep it standing.

However, a multilayer Perceptron by itself is unable to recognize any time- 

dependent information, since input must consist of a series of static snapshots. To 

succeed at the pole-balancing task, for example, the network must be told the current 

position and current velocity of the pole. If it is given a series of snapshots of pole 

position from second-to-second, it cannot compute velocity, since it has no mechanism 

for “short-term memory”; when a set of data is removed from the input layer, it is not

remembered.

To overcome this weakness, one more addition is required: recurrent synapses, or

connections that lead from one hidden node to another hidden node, instead of to the next

layer. The same concept can be implemented by capturing each set of hidden signals and 

using them as an addendum to the standard input layer during the next input cycle (see

Figure 3: Recurrent 
Neural Network. This 
particular type, known as 
an Elman Network, has 
every input node 
connected to every 
hidden node, and every 
hidden node connected 
to every other (including 
itself) and to every 
output.
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Figure 3). With these extra connections, signals will continue to bounce around inside 

the hidden layer after input has changed, allowing a form of memory. Because of this, a 

recurrent neural network (RNN) is capable of recognizing short temporal patterns such as 

velocity or movement.

With recurrent links, a new form of training algorithm known as back- 

propagation through time (BPTT) is needed. Because a pattern may take multiple time 

steps (successive sets of input) to be recognized, BPTT must remember the past actions 

of the network and apply a set of reinforcement updates for each time step of the pattern 

being considered. This is especially difficult when the length of the pattern (or the 

usefulness of old information) is unknown. Because of this, the depth of BPTT is often 

arbitrary. In theory, an RNN can be trained by BPTT to have any depth of memory [12]. 

In practice, this is not the case: the farther back BPTT looks, the more likely the error 

“signal” is to either decrease to insignificance, or grow so large that it overwhelms any 

previous learning. Truly “deep” memory appears to be out of reach of current learning

neural networks.

1.2 Genetic Algorithms

Genetic algorithms are one of the other major success stories of computer 

scientists imitating the natural world. They are tools with a very broad applicability: in 

theory, they can optimize any problem whose attempted solutions (1) can be described as 

sequences of numbers or bits and (2) can be ranked according to viability (or “fitness”) 

after being evaluated by the computer.

As the name implies, a genetic algorithm (GA) models data in such a way to 

allow inheritance to occur, and thus make it possible to exploit evolution. Attempted
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solutions are broken into many “genes,” usually individual numbers (bits, integers, or real 

values); the description of each solution then consists of a sequence of genes (a genome).

To start the process of evolution, many attempted solutions are randomly 

generated. Each is then evaluated. Most of these solutions will perform very poorly, but 

according to (2) above, some will do better than others; these best attempts are chosen as 

“parents” and paired off. For each pair, a “crossover” point is randomly chosen in the 

genome, and each solution is cut into two parts at that point. The second part of each 

genome is swapped, creating two “children” solutions that combine the characteristics of 

their parents. For each child, a small amount of random change (a “mutation”) is added 

to a few points in the genome, to ensure that new information is added to the gene pool.

In this fashion, a whole new “generation” of children solutions is created from the best 

solutions of the last generation. The

children are then evaluated, and the

process repeats. With each generation, 

solutions continue to improve until a 

fitness maximum is reached. In many

cases, these maximum are only local

optima: solutions that are better than any 

very similar solution, but not as good as 

the global optimum, which is very

different. To avoid these situations, a GA 

designer is typically very concerned with

the diversity of the solution population. A

Generation #1 Generation #5

Figure 4: A simple genetic algorithm. In this 
example, each individual solution consists of 
a long sequence of direction headings, 
describing a path. Solutions that travel the 
farthest to the bottom-right are chosen as 
parents, resulting in the visible evolution of 
the population over time.
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population that lacks enough diversity is more likely to get stuck in a local minima, but 

an overly-diverse population (one with a very high mutation rate) is little better than a 

pure random number generator. When an optimal level of diversity is found, the 

algorithm is able to find a near-global optimum. This “champion” solution is often better 

and significantly different from one a “logical” computer program or a human problem- 

solver might have chosen. See Figure 4 for a simple example of a GA in action.

In many cases, a GA is used to optimize a set of rules or policies that are used in a 

decision-making process. Here, a genetic algorithm enjoys a key advantage over 

reinforcement learning in the fact that it does not have to evaluate individual decisions in 

a process. For example, when playing chess a reinforcement approach might penalize a 

computer player for losing pieces, even if those losses had a strategic purpose; a GA 

would only evaluate a player on how often it won against other players - the details of 

how it won would be irrelevant. This trait makes genetic algorithms especially appealing 

for problems where the benefit of intermediate actions is unknown (e.g., strategy games 

or robotic navigation), or where the information that led to a decision is likewise 

unknown or else intractably complicated [2].

1.3 Neuroevolution

This process-independent property of genetic algorithms encourages their 

application to neural networks. In cases where training is very difficult, especially RNNs 

with deep time-dependencies, the training algorithm can be abandoned entirely and a GA 

used to optimize synapse weights. This abandons the elegance of “learning,” which to 

many is the primary appeal of an ANN; however, we retain the “muscle-memory” trait
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that allows an ANN to implicitly encapsulate a complex decision-making mechanism in 

an efficient package. In return, we gain a memory of theoretically unlimited length.

1.3.1 Whole-Network Evolution

The first attempts to evolve neural networks utilized a very simple gene encoding: 

each gene represented the weight of one synapse, with the genome being ignorant of any 

special relationship between the weights. This encoding proved to be very challenging: 

the algorithms were prone to getting stuck in local maxima, even for multilayer 

Perceptrons; RNNs were significantly more difficult. The window of optimal diversity, 

where the algorithm avoids getting stuck while still outperforming pure random search, 

was very difficult to find. Crossover between significantly different networks was often 

disastrous: different synapses in each network were highly dependent on each other, and 

would not perform the same task when matched with synapses from different networks.

It was akin to attempting a hybridization of a bus with a train - the different parts simply 

do not make sense with each other, and if the resulting child does anything at all, it will 

not do it as well as either of its parents [8].

1.3.2 Symbiotic, Adaptive NeuroEvolution (SANE)

The recognition that synapses are interrelated led to a more sophisticated 

treatment of ANN genome encoding. In particular, it was realized that the synapses 

attached to a particular hidden node form a functional group, giving that neuron a 

particular function. For example, in the pole-balancing task, one node might fire when a 

pole falls too far to the right, one when it is too far to the left, and one might suppress the 

other two by firing when the pole is balanced. This organization can be exploited by an 

algorithm that recognizes the cohesiveness of each hidden neuron - or, rather, all the
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synapses leading into and out of that neuron. (For simplicity, the two descriptions are 

used interchangeably.)

SANE was the first algorithm to take advantage of this cohesive property. It did 

this through cooperative coevolution', instead of evolving entire solutions (networks), it 

evolves pieces of solutions (nodes). Each partial solution is combined with other 

randomly-selected partial solutions to create a complete network for testing; the fitness of 

that network is then shared by all partial solutions. Each generation, a partial solution is 

matched with multiple sets of other partials, giving a way to find its average contribution 

to a complete network. Using this mechanism, different nodes evolve to fulfill different 

niche roles, in the same way different species evolve into symbiotic roles in nature. By 

encouraging this niche development, SANE was able to significantly outperform whole- 

network evolution [8],

1.3.3 Enforced SubPopulations (ESP)

SANE worked quite well, but it still had some shortcomings: Since networks were 

built from randomly selected nodes, there was no guarantee that a network would contain 

a neuron from every needed niche role - e.g., it might know how to stop the pole from 

falling to the left, but be unable to recognize a fall to the right. Moreover, nodes were 

likely to be crossed over with nodes from different niche roles, which would be no more

effective than in whole-network evolution.

ESP solves these problems by breaking the SANE population into multiple 

subpopulations, one for each hidden neuron. Networks are now built by selecting one 

node from every subpopulation, with the assumption that an entire subpopulation will 

assume a given niche role. Likewise, nodes are only crossed over with other nodes from
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their own population. If the algorithm ever gets stuck in a local optimum (fails to 

improve for a fixed number of generations), all but the best node in each subpopulation 

are removed and replaced by variations on that champion. This “burst mutation” re

establishes diversity while still keeping a niche role for each subpopulation.

By forcing niche role development, ESP is able to more than double the efficiency 

of SANE. More importantly, it becomes stable enough to finally allow evolution of true 

“deep memory” in an RNN. Networks evolved with ESP are regularly able to perform 

tasks requiring memory two orders of magnitude deeper than the deepest provided by 

BPTT. It is important to note that the success rate of ESP seems very nearly independent 

of the required memory depth. This implies that the RNNs can now essentially 

remember key details forever [4],

1.3.4 Hierarchical-Enforced SubPopuIations (H-ESP)

After several years, the creators of ESP produced an improved version of their

algorithm. H-ESP is divided into two levels, with the first level (LI) being identical to 

normal ESP. The second level (L2) serves as a “hall of fame” of the all-time best 

solutions (i.e., entire networks) seen by the algorithm. Each generation, the L2 networks 

are crossed with each other to produce children networks, similar to whole-network 

evolution. However, H-ESP recognizes that networks produced by LI will likely have 

approximately the same niche role assignments, and so crosses the networks on a neuron- 

by-neuron basis - that is, each node in a parent network is spliced with the corresponding 

node in the other parent. When the algorithm is converging on a global optimum, L2 is 

able to accelerate the fine-tuning needed for deep memory. Because of this, H-ESP is
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slightly more likely than ESP to successfully find a solution, and requires significantly 

fewer fitness evaluations to do so [3].

1.4 Memetics and Horizontal Transfer

In his famous 1976 book The Selfish Gene, Sir Richard Dawkins [1] introduced

the word “meme” to describe “a unit of imitation in cultural transmission.” A meme that

becomes popular can be considered to have a high fitness; it becomes more likely to be 

blended with other memes to produce new ideas, or else otherwise modified and passed 

on in a new form. Using these processes pointed out by Dawkins, one can see that 

culture and society can evolve in a way that mirrors biology. In 1989, Moscato [9] 

described how a “memetic algorithm” that mimicked cultural evolution could have 

advantages over standard genetic algorithms, just as memetic evolution has (for our 

purposes) three key advantages over genetic evolution: (1) individuals can intelligently 

improve upon their memes before redistributing them, (2) individuals can pick and 

choose which memes they will inherit (i.e., they can ignore bad memes), and (3) they are 

equally free to pick and choose from any members of the population: they are not limited

to two parents.

Very similar advantages apply to a purely biological phenomenon that is also 

relatively new in scientific consideration: horizontal gene transfer (HGT), wherein a 

piece of genetic information is transferred to a different individual who is not a child of 

the first (the process is common among bacteria). The three advantages listed above can 

also be roughly applied to HGT, although the biological nature of the process 

significantly weakens the words “intelligently” and “choose,” turning them into statistical 

processes: genes are simply more likely to be encountered if they correspond with
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individuals of high fitness, since those individuals are more likely to reproduce and be 

available to disseminate their genes [6].

These fields of biology are relatively new; therefore, the practice of imitating 

them for the purposes of computer science is even newer. Some work has been done to 

combine a GA with a simple hill-climber (to implement (1) above) [13]; others have been 

able to combine (non-ANN) reinforcement learning with a GA [5]. Likewise, some 

researchers have applied HGT to genetic algorithms [7], To this author’s knowledge, 

neither approach has been applied to neural networks.

2. Greedy Hierarchical Enforced SubPopulations (GHESP)

GHESP has two primary motivations. First, H-ESP runs the risk of weakening its 

L2 nodes when they are crossed: ineffective crossovers are a hazard in every GA, even 

with a small amount of diversity. Therefore, we wish to modify H-ESP to swap out 

entire nodes, rather than splice them together. Second, and much more importantly, the 

fact that LI provides per-node fitness values allows us to choose new nodes in a non- 

random (greedy) fashion: poorly-rated nodes can be discarded in favor of highly-rated

ones.

The principle behind this greedy crossover operator does not have to be limited to 

ESP, or even to neuroevolution. Any genetic algorithm that uses cooperative coevolution 

to optimize solution components in parallel can take advantage of the same concept: 

When effective solutions are found, attempt to improve them simply by replacing 

ineffective components. Thanks to the mechanics of cooperative coevolution, 

components already have individual fitness values, allowing us to identify both the

weakest components and likely replacements.
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To successfully implement non-random node crossover in this case, we must 

make two other small but noteworthy changes to H-ESP. First, the published literature 

on H-ESP does not indicate that it uses multiple fitness evaluations per neuron (i.e., 

incorporates nodes into multiple networks each generation); however, an accurate fitness 

measure of each node is a prerequisite for greedy crossover, so we must increase the 

number of evaluations per node to two. Where it is safe to do so, we also decrease the 

fidelity of the fitness simulations by half, with the reasoning that two rough evaluations 

of fitness in different networks will give a “finer-grain” estimate of per-node contribution

than one evaluation in a single network.

Next, because established niche roles may drift over time, we must continually re

evaluate nodes that are held in L2 to maintain a current understanding of each neuron’s 

contribution. Therefore, each generation, every L2 node that is not already held in LI is 

re-injected back into the lower layer, forming a larger pool of neurons for combination 

and evaluation. To keep the size of LI constant, the weakest nodes in the pool are 

dropped at the end of every generation. Whenever burst mutation is activated, this re

injection is halted for a few generations so as to allow new niche identities to take hold.

With these small changes in place, the greedy crossover operator can be 

implemented. All networks in the L2 hall of fame are duplicated (using references to 

existing nodes, not actual copies), and the worst N nodes in each (where A is a parameter) 

are replaced with better nodes from their corresponding subpopulations. The replacement 

nodes are chosen via roulette-wheel selection, wherein more-fit nodes have a greater 

chance of being selected. (Picture a roulette wheel where especially fit neurons have a 

disproportionately large wedge of the wheel.) This probabilistic selection is necessary to
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maintain diversity, since over-selection of the absolute best nodes would lead to a 

preponderance of those nodes in L2, and hence to premature convergence.

GHESP is very similar to a memetic algorithm, in the sense that an individual can 

intelligently identify which parts of its genome it wishes to replace; this is a marked 

difference from HGT. However, GHESP also lacks the memetic ability to intelligently 

improve individual memes; it must rely on an analog of biological evolution to 

stochastically perform this task, which is a hallmark of HGT. Regardless, whether or not 

it is described using a specific analogy from the natural world, or simply as “a search of 

the permutation space of neurons,” is irrelevant. The only important question is: Does it

work?

3. Experiments

Although the pole-balancing

experiment is a benchmark for many ANN 

algorithms, it is not ideal for testing deep 

memory. Instead, we tested GHESP using a 

“long term dependency T-maze,” the same 

construct previously used to test depth of 

memory in ESP and H-ESP. The T-Maze (see 

Figure 5) very elegantly focuses on a single

task: remembering a single fact for an

arbitrary length of time. Figure 5: The T-Maze.

The “maze” is, in fact, simply a corridor of many rooms. A network is informed 

of its position within the corridor by a binary encoding sent to three input nodes, and has
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a choice of four directions of movement (North, South, East, or West) as output nodes. A 

signal of “1-1-0” in the start room indicates that the network should turn left at the end of 

the corridor; a signal of “0-1-1” indicates a right turn. When in any mid-corridor room, 

the network is given a “0-1-0” signal. If and when the network moves far enough North 

to reach the end of the corridor, it is given a signal of “1-0-1.” Each network starts with a 

score of zero points; if at any time it attempts an invalid move (e.g., moving East or West 

before the end of the corridor), it loses a tenth of a point. If the network turns in the 

wrong direction at the end of the corridor, the simulation is terminated. If it turns in the 

correct direction, it earns four points. The ultimate goal of this particular experiment is to 

find a network that can earn a perfect 4.0 final score with either start signal - that is, a

network that can remember the instructions and never make a mistake.

To evolve networks on the T-maze, we determine the chosen direction (output) of 

each network probabilistically: output nodes that receive more signal are more likely to

be chosen, but are not chosen by default. The networks’ fitness values are the average of 

many such maze runs. In this way, networks that are approaching a valid solution can be 

identified, even if they only successfully complete the maze a small fraction of the time. 

Past work on ESP and H-ESP used ten trials turning in each direction; to allow our finer- 

grain neuron fitness, we use five trials in each direction, but construct twice as many 

networks each generation and simulate the same number of maze runs.

Just as in the past work, we ran our algorithm on mazes of length 10 through 70, 

in 10-room increments. Most training algorithms begin to fail around a length of 30; only 

neuroevolution has been able to consistently solve the 70-room maze. It has been shown 

that ESP and H-ESP can also solve a 1000-room maze, indicating that neuroevolution
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efficacy is not limited by length. However, these algorithms do not always find a 

solution: they have a roughly 80% success rate. Our goal is to improve the success rate, 

and to reduce the number of maze runs required to find a solution.

4. Results

We wanted to discover the contribution of each addition to H-ESP: first, the fine-

grain neuron fitness; second, LI reinjection; and third, the greedy crossover operator. To 

analyze the fine grain fitness, standard and fine-grain versions of both ESP and H-ESP 

were run: 30 instances on length 10, and 10 each on 20 through 70 (since these took 

longer to compute). The results are shown in Figure 6.

——Standard ESP 

Fine-Grain ESP 

■ Standard H-ESP

<«««©«««* Fine-Grain H-ESP

Figure 6: Standard vs. Fine-Grain neuron fitness: probability of successful algorithm 
completion. GHESP, like fine-grain H-ESP, had a very high probability of success.
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As can be seen from the figure, the fine-grain fitness measure made the algorithm 

significantly more likely to find a solution. Note that, as GHESP is a subset of fine-grain 

H-ESP, GHESP had the same high probability of success.

To analyze the contribution of LI reinjection and of greedy crossover, it is more 

instructive to examine the algorithms’ progress over time. Figure 7 shows this 

progression for a maze of length 10:

Fine-Grain H-ESP

--------- GHESP, N=5

--------- GHESP, N=1

- - -Standard H-ESP

•——Fine-Grain H-ESP 
w/ L1 reinjection

Figure 7: Best fitness from each generation, plotted as a function of the number of maze runs 
required. All data is averaged across 30 program runs.

Again, introducing the fine-grain fitness measure makes a marked improvement. 

Reinjecting unique L2 nodes back into LI makes an additional, if smaller, improvement, 

However, surprisingly, the greedy operator itself appears to offer no additional benefits. 

Each generation, GHESP must create and test more networks than H-ESP; this extra 

effort appears to neither slow the algorithm down, nor speed it up.
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5. Conclusions

The benefit of a fine-grain neuron fitness measure should come as no surprise. 

When neurons are only tested in a single network, luck plays a very large part in 

determining the score: if one node in the network perform its role so poorly as to cripple 

the network, all nodes must share the score. Testing in multiple networks ameliorates 

this problem, and gives us a more accurate measure of each node’s contribution.

Likewise, LI reinjection provides a logical advantage: even if a node found in L2 

did not perform well enough on its own merits to remain in LI, the fact that it is part of a 

hall-of-fame network indicates that it has a non-negative contribution. Inserting it back 

into LI increases the diversity of the neuron pool, and increasing the size of the pool 

increases the chances of a highly-fit neuron being found.

The null contribution of greedy crossover is harder to explain. It appears that 

there is a much greater diversity of neuron niche roles within each subpopulation than we 

previously suspected: otherwise, a higher fitness measure would strictly indicate a better 

performance at the same role, and greedy crossover could not fail to help a network. 

Instead, purposeful selection of better nodes appears to offer no benefit over H-ESP’s 

random node matching.

6. Future Work

The major open problem from this work is the ineffective greedy operator. Future 

work might use dimensionality analysis to discover how much diversity exists in each 

subpopulation, and if one subpopulation can contain multiple niche roles. In addition, it 

may be the case that roulette-wheel selection is inadequate in this case; perhaps simply 

choosing the best node in the subpopulation would work better.
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